
UMass at TDT 2002

James Allan, Victor Lavrenko and Ramesh Nallapati
Center for Intelligent Information Retrieval

Department of Computer Science
University of Massachusetts

Amherst, MA 01003
�

allan,lavrenko,nmramesh� @cs.umass.edu

1. INTRODUCTION
Universityof Massachusettsparticipatedin all four tasksof the

TDT 2002evaluation.As ourprimarysubmissionweusedthesys-
tembasedonthevector-spacemodelof InformationRetrieval. The
systememploys thesamesimilarity functionandthesameweight-
ing schemefor all four tasks.Theoverall designof thesystemwill
bedetailedin section2. In section3 we describeissuesspeci�c to
thetopic trackingtask,includingthediscussionof cross-topicnor-
malization.We alsoprovide experimentalresultsfrom thecurrent
evaluation.Section4 describesapplicationof themodelto thetopic
detectiontask.Section5 providesexperimentalresultsfor thenew
eventdetectiontaskandincludesa brief discussionof biasin NED
scoresandourattemptto counterthebias.In section6 wedescribe
applicationof thebaselinesystemto thestorylink detectiontask.

Sections6.1 and6.2 describenovel researchcarriedout in the
context of thestory link detectiontask.We stronglybelieve in the
importanceof link detectionastheunderlyingtechnologythatcan
determinesystemperformanceon the other TDT tasks. Section
6.1proposesanew probabilisticmodelthatattemptsto incorporate
local dependenciesbetweenthewordsin thesentence.Section6.2
attemptsto lay down a foundationfor theuseof linguistic features
in text.

2. BASELINE SYSTEM DESIGN
Thecoreof ourTDT systemusesavectormodelfor representing

stories– i.e., we representeachstory as a vector in term-space,
wherecoordinatesrepresentthefrequency of a particulartermin a
story. Terms(or features)of eachvectoraresinglewords,reduced
to their root form by a dictionary-basedstemmer. This systemis
basedon onethat wasoriginally developedfor the 1999summer
workshopat JohnsHopkinsUniversity's Centerfor Languageand
SpeechProcessing[1].

2.1 ComparisonModels
Our systemsupportstwo modelsof comparinga story to previ-

ouslyseenmaterial:centroid(agglomerative clustering)andnear-
estneighborcomparison.In previous evaluationswe determined

thatnearest-neighborsystemisalmostalwayssuperiorto thecentroid-
basedsystem.In this evaluationwe useda centroid-basedsystem
for thetopictrackingtask,andnearest-neighbormodelfor theother
threetasks.

Centroid. In this approach,we group the arriving documents
into clusters.The clustersrepresenttopicsthat werediscussedin
thenews streamin thepast. Eachclusteris representedby a cen-
troid, which is anaverageof thevectorrepresentativesof thesto-
ries in that cluster. Incomingstoriesarecomparedto thecentroid
of every cluster, andtheclosestclusteris selected.If thesimilarity
of thestory to theclosestclusterexceedsa threshold,�������
	�� , we
declarethestoryold; if thesimilarity exceedsa secondthreshold,

�
	�
����
����� , we addthe new story to the topic andadjustthe cluster

centroid. If thesimilarity doesnot exceed�������
	�� , we declarethe
story new, andcreatea new singletonclusterwith the story asits
centroid.Both thresholdsaresetglobally andapplyto all clusters.

Nearest neighbor. The secondapproach,doesnot attemptto
explicitly model a notion of a topic, but insteaddeclaresa story
to on the topic of the existing story most similar to it. That is,
incomingstoriesaredirectly comparedto all the storieswe have
seenbefore. The mostsimilar � neighborsare found, and if the
story's similarity to theneighborsexceedsa threshold,thestory is
declaredto beon thesametopic. Otherwise,if thestorydoesnot
exceedthatsimilarity with any existingstory, theincomingstoryis
declaredthestartof anew topic. In thiswork,wefocusedprimarily
on theso-calledsingle-linkapproacheswhere����� .

2.2 Similarity function
Oneimportantissuein thevectorspacemodelis theproblemof

determiningthe right function to measuresimilarity betweenthe
vector. The critical propertyof the similarity function is its abil-
ity to separatestoriesthatdiscussthesametopic from storiesthat
discussdifferent topics. In previous experimentswe considered
four functions:cosine,weightedsum,cross-entropy, andKullbach-
Leiblar divergence.For our baselineexperimentsin TDT 2002we
usedonly thecosinefunction,sinceour previouswork hadshown
it providedsubstantialadvantagesandwasmorestable.

CosineCoef�cient. The cosinesimilarity is a classicmeasure
usedin InformationRetrieval, andis consistentwith avector-space
representationof stories.Themeasureis simply an innerproduct
of two vectors,whereeachvectoris normalizedto unit length. It
representsthecosineof theanglebetweenthetwo vectors �

�

and
�

� .

�! 

�

�

�

�#"%$'&

�� 

�)(

�

"

�! 

�

(

�

"



(Note that if
�

� and �

�

have unit length,thedenominatoris 1.0 and
the angleis calculatedby a simpledot product.) Cosinesimilar-
ity tendsto performbestat full dimensionality, as in the caseof
comparingtwo long stories. Performancedegradesasoneof the
vectorsbecomesshorter. Becauseof thebuilt-in lengthnormaliza-
tion, cosinesimilarity is lessdependentonspeci�c termweighting,
andperformswell whenraw wordcountsarepresentedasweights.

2.3 Feature weighting
Anotherimportantissueisweightingof individualfeatures(words)

that occur in the stories. The traditional weighting employed in
mostIR systemsis a form of tf * idf weighting.Weusedtheform of
tf * idf weightingemployedin theInQueryretrieval engine.

InQuery tf * idf . Thetf componentof theweighting—thenum-
ber of timesa term occursin a document—representsthe degree
to which the term describesthe contentsof a document.The idf
component—theinverseof the numberof documentsin which a
term occurs—isintendedto discountvery commonwords in the
collection(e.g.,function words)sincethey have little discrimina-
tion power. Below is the particulartf * idf schemeusedin the In-
Queryengine: +-,/.10�243
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K

tf

5RQSN

, wheretf
is theraw countof termoccurrencesin thedocument,andK in�u-
encesthesigni�cancewe attachto seeingconsecutive occurrences
of thetermin aparticulardocument.Thefunctionalform is strictly
increasingandasymptoticto 1.0 astf grows without bounds.The
effect is that we assigna lot of signi�cance to observinga single
occurrenceof a term,andlessandlesssigni�canceto consecutive
occurrences.This is basedon theobservation thatdocumentsthat
containanoccurrenceof agivenword T aremorelikely to contain
successive occurrencesof T .

TheparameterK in�uenceshow aggressively we discountsuc-
cessiveoccurrences,andin InQueryissettobethedocumentlength
over averagedocumentlength in the collection. This meansthat
shorterdocumentswill have more aggressive discounting,while
longerstorieswill notassigna lot of signi�canceto asingleoccur-
renceof aterm.Thisform of thetf componentis generallyreferred
to as“Okapi tf ” sinceit was�rst introducedaspart of the Okapi
system.[3]

The idf-compcomponentis the logarithm of the inverseprob-
ability of the term in the collection,normalizedto be between0
and1. N denotesthe total numberof documentsin thecollection,
while df shows in how many of thosedocumentsthe termoccurs.
This particularidf formulationarisesnaturallyin theprobabilistic
derivation of documentrelevanceunderthe assumptionof binary
occurrenceandtermindependence.

3. TOPIC TRACKING
In the topic trackingtaskwe aregivena setof positive training

examplesUWV , containingstoriesthatdiscussthetargettopic,anda
setof negative examples

M

V , containinghighly-confusableexam-
plesof off-topic stories. In thecurrentTDT evaluation,thesetof
positive examplesU

V containedeither1 or 4 on-topicstories,and
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Figure 1: Performance of the baseline system on the topic
tracking task. Showing both the primary ( XZY\[^] ) and the
alternate ( X Y [>_ ) evaluation conditions.

theset Xa` containedzerostories.

Theapplicationof our baselinemodelto the topic trackingtask
is fairly straightforward.First,weconstructanaggregaterepresen-
tation b of the topic by concatenatingall of thedocumentsin the
training set cW` . Thenwe apply the weightingschemedescribed
in section2.3 to the resultingmulti-story documentb . Then,for
everynew documentd in thetestingsetweperformthefollowing:

1. applyweightingschemeto d (section2.3)

2. computethecosinesimilarity betweend and b

3. normalizethescoreto becomparableacrosstopics

Global Statistics. Whenwe apply the tf e idf weightingscheme
to eitherthedocumentd or to our topic representationb we make
useof the f#g�h statistic,which is computedfrom the global docu-
mentfrequency of a givenword. SinceTDT is anon-lineprocess,
thisstatisticcannotbecomputedfrom theentirecorpus.In our im-
plementation,we computeg�h only over the documentspreceding
thecurrentdocumentd , plusthedocumentsin thealloweddeferral
period. In our experimentsthis techniquehasbeenvery effective,
thereis almostno differencein performancefrom usingstatistics
from theentirecorpus.

ScoreNormalization. TDT requiresdocumentscoresto becom-
parableacrossdifferent topics. In the pastwe experimentedwith
several cross-topicnormalizationschemesand found the follow-
ing methodto be quite stable.First, we computethe normalizing
factor i�` by measuringthe averagesimilarity betweenour topic
representationb andeverydocumentin thetrainingset cj` :
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Here X
Y is thenumberof documentsin thetrainingset cW` . Then,

for every documentd in thetestingset,we divide thecosinesim-
ilarity betweend and b by the normalizingfactor i!` . Note that
for XaYo[z] , thenormalizingfactor i

`
[l] , sincethetopic repre-

sentationb will beidenticalto thesingledocumentin thetraining
set.
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Figure 2: Performance of the topic detection system on the
training set (TDT-3). Top: detection cost as a function of the
clustering thr eshold. Bottom: DET cloud at the optimal clus-
tering thr eshold �a�

7:9 {

� .

Figure1 shows the DetectionError Tradeoff (DET) curves for
the performanceof our systemon the of�cial TDT 2002 evalua-
tion. We show DET curvesboth for the primary evaluationcon-
dition (

M

�

�|� ) and for the alternatecondition (
M

�

�~} ). We
observe thatperformanceis almostalwaysbetterwhenmoretrain-
ing examplesareavailable(

M

�
�•} ). However, the differenceis

notvery large.Wesuspecttheimprovementsthatcomefrom using
a larger training setareoffset to somedegreeby the fact that the
alternateconditionusedautomatictranscriptionof audiosources,
which is often quite noisy comparedto the manualtranscription
usedfor theprimaryevaluationcondition.

4. TOPIC DETECTION
Ourtopicdetectionsystemoperatesin themannerde�ned by the

nearest-neighbormodelof comparison.Whena new story € ar-
riveswe �rst applya weightingschemede�ned in section2.3,and
then measurecosinesimilarity between€ and every other story
that arrived before € . If the similarity to somestory €�• exceeds
theclusteringthreshold� , thenew story € isput into thesameclus-
ter as €‚• , otherwisewe createa brandnew clustercontainingonly
thenew story € . Thecomparisonalgorithmis naturallyquadratic
in thesizeof thedataset:aswe progressthroughthesequencewe
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Figure 3: Bias in the New Event Detection(NED) scores: sim-
ilarity of a document € to the closestdocument in the past in-
creaseswith the sizeof the dataset. Left: original similarities.
Right: kernel-basedmoving averageof the similarities.
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Figure4: Effect of countering the biasin NED scores.The DET
curve is marginally impr oved in the regionof interest. Results
are on the TDT-3 dataset.

have to compareeachnew documentto moreandmoredocuments
in thepast.To speedupthecomparisonweincrementallyconstruct
an invertedindex of thestoriesin thestream,andthenuse € asa
queryagainstthat index. Theglobalstatisticsarecomputedin the
samemannerasdescribedfor thetopic trackingtask(section3).

Clusteringthreshold� hasa major impacton the quality of the
clusteringalgorithm. If it is settoo high, we will geta very large
numberof tiny clusters,andour misserrorratewill behigh. Sim-
ilarly, when the thresholdis set too low, we will get very large
clustersthatleadto ahighfalse-alarmrate.To �nd theright cluster
granularitywe experimentedwith differentvaluesfor the cluster-
ing thresholdon the TDT-3 dataset.Figure2 shows the resultof
the experiments.In the top part,we plot thedetectioncostof the
clusteringasafunctionof our threshold� . Weobserve thatoptimal
performanceis observed at �\�

7ƒ9 {

� , andwe get reasonableper-
formancefor � setanywherebetween0.2and0.23. Consequently,
we set �R�

7:9 {

� for our of�cial submission.The bottomportion
of the �gure shows the DET cloud (on the TDT-3 dataset)at the
optimalthresholdsettingof �„�

7:9 {

� .

5. NEW EVENT DETECTION
Our implementationfor theNew EventDetection(NED) taskis

virtually identicalto theTopic DetectionAlgorithm. Whena new
story € arrives,we compareit to every story that camebeforeit.
We �nd themostsimilar story €�• , andif thesimilarity between€
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Figure 5: Performanceof the NED systemin the of�cial TDT
2002evaluation. The systemincludesthe bias-correcting com-
ponent.

and d‚… is lessthanour threshold† , we declarethestoryto benew.
Otherwisethestoryis consideredold. As anNED scorewe output
thenegative of thesimilarity betweend and d

… .

Earlyin ourexperimentswemadeanobservationthatNEDscores
are not stationary, in fact they drift with the size of the dataset.
As we progressthroughthedata,for eachsubsequentstory d we
havemoreandmoredocumentsd

… to whichwecompared . Since
therearemorestoriesto matchagainst,the probability of a spu-
rious matchis higher, andwe expectaveragesimilarity scoresto
increase.To testthis hypothesiswe plottedthesimilarity between
eachdocumentd andtheclosestdocumentd�… in its pastasafunc-
tion of the total numberof documentsin the past. The graphis
shown in theleft half of Figure3. Becauseof extremelyhigh vari-
ancein similarity scores,it isdif�cult to seethetrendin similarities.
If we applykernel-basedsmoothingto theoriginal data(similar to
computinga moving average),we get a plot in the right half of
Figure3. Theplot shows a very cleartrendin similarities: aswe
processmoreandmoredocuments,expectedsimilarity keepsin-
creasing.Similarly, NED scoresdecreaseaswe progressthrough
thedataset,sincethey arejust thenegationof thesimilarities.

We attemptedto counterthetrendshown in Figure3 asfollows.
First we �t a logarithmicequationto the trendin the right half of
Figure3, andat runtimesubtractedthevaluegivenby theequation
from theoriginal similarity scorebetweend andtheclosestdocu-
ment d

… . Theresultsof this normalizationareshown in Figure4.
Experimentwasperformedon theTDT-3 dataset.Thenormalized
DET curve is consistentlybetterthantheoriginal DET curve, but
thedifferenceis very small. TheminimumNED costwasreduced
from 0.656for theoriginalrunto 0.615for thenormalizedrun. Fig-
ure5 shows theperformanceof theadjustedsystemon theof�cial
evaluationdata.TheminimumNED costwas0.650.

6. STORY LINK DETECTION
Thebaselineimplementationof thestorylink detectionwasbased

on the samevector-spaceframework. Given two stories ‡ and
ˆ

, we apply the weightingschemedescribedin Section2.3. The
global statisticswere computedincrementally, up to the allowed
deferralperiodfor thelaterof ‡ and

ˆ

. After weighting,we com-

putethe cosinesimilarity betweenthe two documents,andif that
similarity exceedsa thresholdwe declarethe storiesto be on the
sametopic. Performanceof that baselinesystemis shown in the
right half of Figure6.

We considerthe Link Detectiontask to be of foremostimpor-
tancein TDT research.Link detectionis a fundamentalcapability
thatliesatthecoreof all otherTDT tasks.By improving thequality
of link detectionwe shouldbeableto improve theperformanceof
theothertasks.Accordingly, we investedconsiderableresearchef-
fort into developingnew methodsfor storylink detection.Theright
half of Figure6 shows theperformanceof thesesystemsin theof�-
cial TDT 2002evaluation.In Figure6 “UMASS4” denotesa sim-
ple unigrammodelwith Jelinek-Mercersmoothing,“UMASS3” is
a languagemodelthat attemptsto capturelocal dependenciesbe-
tweenwords(seesection6.1 for details)and“UMASS2” is a sys-
tembasedon linguistic featuresdescribedin section6.2.

6.1 SentencebasedLanguageModel

6.1.1 BasicIdeaandMotivation
A universal featureof all documentsis the syntacticstructure

of sentences.Eachsentenceconveys a completeideaor a concept
througha speci�c orderingof words sampledfrom the language
vocabulary. Theconceptsor thesemanticsof theentiredocument
areultimatelyexpressedasagroupingof orderedsamplesof words
calledsentences.In otherwords,thesemanticsof a documentare
expressedthroughthesyntaxof sentences.Hence,webelievemod-
elingsentences,ratherthanwordsor phrasesasindividual entities,
bettercapturesthe underlyingsemanticsof the document. Uni-
gramlanguagemodelscompletelyignore the syntacticformation
of sentencesin documents.In the presentSenTree approach[2],
we attemptto captureit by modelinga documentasa collectionof
sentencesratherthanasa `bagof words'. We modeleachsentence
asa treeof wordsaswe shallseelater.

6.1.2 Probabilityof SentenceGeneration
In the SenTreeapproach,we assumeeachsentenceto be inde-

pendentof the other sentences.This assumptionis certainlynot
valid but it is lessstringentthanthe assumptionof term indepen-
dence. The assumptionallows us to computethe probability of
generationof a storyfrom a topicmodelasfollows:

‰‚Š

dR‹ Œ�•x[•Ž�•

‰‚Š’‘

•

‹ Œ�• (1)

where Œ is a topic modeland
‘

•

is the i-th sentencein a story d .
Ideally, onewouldhaveto computetheprobabilityof generationof
a sentenceasfollows:

‰‚Š’‘

‹ Œ“•”[

‰‚Š–•%—�˜�•

v

˜1™I™P™P™P™P˜E•<š

‹ Œ“• (2)

where
•

•

is the i-th termand › is thenumberof termsin thesen-
tence

‘

. However, thedatafrom thetopic is typically very sparse
andit is almostimpossibleto computeto a reasonablelevel of ac-
curacy the joint probability of termsin a sentence.To overcome
this problem,we modelthesentenceasa maximumspanningtree
similar to theapproachpresentedby VanRijsbergen[4].

Using the chainrule, the joint probability in equation2 canbe
expressedas

‰‚Š–•%—�˜-•

v

˜�™P™P˜�•<š

‹ Œ�•œ[

‰‚Š–•%—

‹ Œ�•ž•

‰‚Š–•

v

‹

•%—�˜

Œ�•!•

‰‚Š–•<Ÿ

‹

•

v

˜-•
—

˜

Œ�•�•

™P™

•

‰‚Š–•
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‹

•
—

˜-•

v

˜�™P™P˜-•
šƒ ¡—

˜

Œ�• (3)

As an approximationto this exact formula, we ignore the higher
orderdependenciesin eachtermin theright handsideof equation
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Figure6: Performanceof Link Detectionsystemson the of�cial evaluation data. Left: baselinevector-spacesystem.Right: language-
modeling systemsdescribedin sections6.1and 6.2: UMASS4(unigram), UMASS3 (sentencetr ee)and UMASS2(linguistic roles).

3 andselectfrom theconditioningvariables,oneparticularvariable
thataccountsfor mostof thedependencerelation. In otherwords,
we seekanapproximationof theform

¢‚£–¤<¥�¦ ¤<¥#§©¨�ª�«I«P«Pª�¤%¨�ªC¬�­x®~¯y°�±

¨-²´³!µ¶¥

¢‚£–¤<¥�¦ ¤·³ƒª�¬“­

(4)

Let ¸

£–¹�­

be the function that maps
¹

into integerslessthan
¹

such
that

¤

³�ºP¥�»

accountsmostfor thedependency of
¤

¥

. In otherwords,
¸

£–¹�­

is thevalueof ¸ thatmaximizestheprobabilitiesin equation4.
Then,theapproximateprobabilityof sentencegenerationis given
by

¢‚£’¼<¦ ¬�­œ®¾½
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¥�Àx¨

¢‚£–¤
¥

¦ ¤
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ªC¬�­

(5)

where
¤<Á

is de�ned suchthat
¢‚£–¤<¥C¦ ¤

Á
ªC¬�­xÂÃ¢‚£–¤<¥�¦ ¬�­

(6)

If we imaginea graphof the sentencewith termsasverticesand
conditionalprobabilitiesfrom eachvertex

¹

to all verticeş such
that ¸ÅÄ

¹

asweighted,undirectededges,it is easyto seethat the
dependencerelationsin equation5 representsa spanningtree of
the graphwhereeachedgeof the treeis chosenaccordingto the
relationin equation4.

At this point, notethat the expansionin equation3 is only one
of the ÆxÇ possibleways.For instance,we couldhave expandedthe
joint probabilityasfollows too:
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If we usea similar approximationasabove on thenew expansion
in equation7 ignoringthehigherorderdependenciesandselecting
the bestconditioningvariablein eachterm, the setof dependen-
cies still forms a spanningtreeof the graph. It is easyto seeif
werenumber

£–¤

½

ª-¤

½

§¡¨�ª�«P«P«Pª�¤%¨�­

as
£–¤ÉÌ

¨

ª�¤WÌ

È

ª�«P«P« ¤ÉÌ

½

­

andsubstitute
in the chainrule expansion.We essentiallyendup with thesame
form as in equation4. Thus, the bestapproximationto the joint
probabilitywouldbeoneof the ÆxÇ spanningtreesthatbestcaptures
thedependencies.Clearlythis is givenby theMaximumSpanning
Tree(MST) over thefully connectedsentencegraph.Weconstruct
an approximateMST usinga polynomial time greedyalgorithm.

Oncethe MST is constructed,one can renumberthe verticesso
thatwecanwrite theapproximateprobabilitydistributionin aform
similar to equation5 asfollows:

¢‚£’¼<¦ ¬�­œ®>¢¡Í'£’¼o¦ ¬�­xÂ
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¥IÎ�Àx¨
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ªC¬“­�Ï4Ð

¸
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­
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¹
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(8)

where
£�Ñ�Ì#ªEÒ�Ì#ª�«P«Iª

Æ

Ì#­

isapermutationof thenaturalorder
£�Ñ�ªEÒƒª�«P«Pª

Æ

­

and eachterm
¢‚£–¤

¥
Î

¦ ¤

³�ºP¥
Î

»

ª�¬“­

correspondsto an edgein the
MST.

6.1.3 Computingthebestapproximation¢œÍ'£’¼o¦ ¬�­

In this sectionwe will describethecomputationof thebestap-
proximation

¢¡Í'£’¼<¦ ¬�­

using the MST representation.For each
sentence

¼

in thestory, a fully connectedundirectedgraphis con-
structedwith thetermsasnodesanddegreeof dependency between
termpairsasedgeweights.Thedegreeof dependency is measured
by theJaccardCoef�cient ( Ó ):

Ó

£–¤<¥�ª-¤·³)­xÂ

Æ

£–¤<¥¶Ôy¤·³´­

Æ

£–¤<¥�­OÕ

Æ

£–¤·³´­©Ö

Æ

£–¤<¥LÔy¤·³)­
(9)

where Æ

£–¤a­

is the numberof sentencesin which the argument
¤

occurs,thevaluetakenfrom thestoryfrom which thetopic model
is generated,while

Ô

shouldbereadas`occurringin thesamesen-
tenceas'.

Thevalueof J is assumedto bezerofor awordpair thatdoesnot
occurin thestoryfrom which thetopicmodelis obtained.

WethencomputetheMST on this graphusinga greedyapprox-
imationalgorithm,in whichedgeswith highestweightsarepicked
�rst. OncetheMST hasbeencomputed,theapproximatingdistri-
bution

¢
Í

can be written down by numberingthe verticesof the
tree in a breadth-�rst or depth-�rst manner, startingwith any of
the leaf nodesasthe root node. It canbeshown that theresulting
distribution will be the sameirrespective of the root nodechosen
[4].

6.1.4 Constructingthetopic model
A topicmodelprovidesuswith theestimatesof probabilitiesthat

we needin computingthe relevancescoreof a documentwith re-
spectto thetopic. In theLNK taskwe estimatetheseprobabilities



from oneof thestories€Ø× in thepair
K

€Ø×�Ù�€ (

N

. As shown in sec-
tion6.1.3, all weneedaretheconditionalprobabilitiesÚ

K

T

��Û

T·ÜƒÙCÝ

N

for all pairsof tokensthatform edgesin theMST representationof
any sentencein thestory €‚( . Thetopicmodelestimatestheseprob-
abilitiesusingthemaximumlikelihoodestimateasshown below:
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wherethe termsin the equationhave their usualmeaningandthe
valuesarecomputedfrom story €Ë× .

However, sincethe datathat makes up a topic model is typi-
cally sparse,we encounterthe problemof zeroprobabilities: it is
possiblethat thereis no instanceof T � and T Ü occurringin a sin-
gle sentencein thetopic model. In suchscenarios,theconditional
probabilitywouldvanish,forcingtheentireprobabilityof sentence
generationto zero. In our model, we smoothevery conditional
probability termwith theprobability from a backgroundmodelas
shown below:
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where Ý
é is a backgroundmodelof generalEnglish. The back-

groundmodelcomputesthe backgroundconditionalprobabilities
asfollows: If thetermsT

� and T·Ü co-occurin at leastonesentence
in thedatabaseof thebackgroundmodel,weuse
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Else,if T
Ü occursin thedatabasebut T

� and T
Ü arenot found to

co-occur, we usethefollowing approximation:
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In theworstcase,if neitherT

� nor T·Ü is foundin thedatabase,we
usethefollowing approximation:
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where

ß

é

K

T

N

is thenumberof sentencesin thebackgrounddatabase
in whichtheargumentT occursand

ß

á
ì is thetotalnumberof sen-

tencesin thebackgrounddatabase.
Thevalueof æOç is determinedby performingaparametersweep

over its entirerangeof values.This involvesrunningthemodelon
a training setof datafor several valuesof æíç andmeasuringthe
performanceof themodeleachtime. Thebestperformingvalueis
thenchosenasthedefault systemvalueof æ

ç .

6.1.5 Likelihoodratio andMixturemodel
Finally, thestory'srelevancescorewith respectto atopicis given

in termsof likelihoodratiowhich is de�ned by thefollowing equa-
tion: î
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Figure7: Bestperforming mixtur emodel on the training set

Note that in computingthe probability of sentencegeneration
with respectto thebackgroundmodel Ú

K

î

��Û

Ý
é

N

, weusethesame
approximateprobabilitydistributionfunction Ú

� thatwegenerated
from thetopicmodel.

In theStoryLink Detectiontask,unigramlanguagemodelshave
beenfound to be very effective discriminators. Hence,it makes
senseto usetheSenTreemodelasasortof enhancementto theuni-
gramapproach.Onewayto accomplishthis is alinearcombination
of theunigramandSenTreescoresasshown below:î
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Again, � is determinedby empiricalexperimentson thetraining
set.

6.1.6 Training themodel
A simpleparametriclinear combinationof the unigrammodel

and the SenTree model is run on a subsetof TDT2 corpusthat
consistsof 6361manuallytranscribedstory pairs. In the mixture
model,we learnthevaluesof thesmoothingparameterfor theun-
igrammodel æ

û

, smoothingparameterfor theSenTreemodel æ
ç

andthe mixture parameter� . We performeda threedimensional
parametersweepon theentirerangeof thevaluesof the threepa-
rameters.Thebestperformingvaluesonthetrainingdataarefound
to be æ

û

�

7:9 7);

ÙoæLçÅ�

7:9

}

;

and �y�

7ƒ9 ýú;ƒ9

Theperformanceof
the systemthat usesthesevaluesis shown in comparisonto the
baselineof unigrammodel(æ

û

�

7:9

� ) in �gure 7.
Wenotethatthemixturemodelperformsbetterthantheunigram

modelin theregionsof low falsealarm.For example,at0.1%false
alarm, the miss rate is reducedby around15% comparedto the
baselineperformanceof theunigrammodel.However at low miss
rates,the combinationperformsworsethan the baseline. Hence
the mixture modelmay be preferredto the unigrammodel if the
applicationdemandsoperationin theregionof low falsealarms,as
most interactive systemsdo (low falsealarmscorrespondto high
precision).

6.1.7 Evaluationruns
In our of�cial submissionfor TDT 2002, we have againused

manuallytranscribedstoriesfrom TDT4 corpus.(Sentencebound-



ary recognitionis a hardertaskin ASR outputbecauseof absence
of properpunctuation.)Theparametervaluesaresetto thebestper-
forming valuesfoundon thetrainingsetasdescribedabove. Also,
notethatwehaveusedthecollectionof all theevaluatedstorypairs
asour backgroundcorpus.This amountsto a deferralconditionof
100in theLNK task.

6.1.8 Conclusions
In this work, we have presenteda new approachof modelinga

documentby exploiting thesyntaxof sentences.Theapproachcap-
tureswithin-sentencedependenciesby modelingeachsentenceas
a maximumspanningtreeof dependence.Our experimentsindi-
catethat sentencelevel dependency aloneis not a bettermeasure
of relevancethansimpleunigramapproach,but is still a gooddis-
criminatorbetweenon-topicandoff-topic storypairs.Wehavealso
seenthat theperformanceof theunigrammodelscanbeenhanced
by supplementingtheunigrammodelwith thesentencemodel.

6.2 NamedEntities and Linguistic classes

6.2.1 BasicIdeaandMotivation
Unigramlanguagemodelstreatall word tokensin a news story

to beequallyimportantalthoughwe know it is not necessarilythe
case. For example,the namesof people,organizationsandloca-
tionsinvolvedin a news storymaytell usmoreaboutits topic than
say, verbsandnounsused.Similarly, nounsandverbsmaycontain
moretopicalinformationthanadverbs,pronounsandconjunctions.
Our aim is to develop a probabilisticmodelthat capturesrelative
importanceof linguisticclassesandnamedentitiesin anews story.

6.2.2 Approach
In our approach,we categorizeword tokensin a news storyinto

threemainclassesasshown below:

1. Persons,organizationsandlocations

2. Nouns,verbsandadjectives

3. All otherwords

Given a new story

î

, we build a class-speci�clanguagemodel
Ýâþ/ÿ (or class-modelin short)for eachclass�

� . Theclass-model
provides the probability distributions of words occurring in that
particular linguistic classin the topic of the document. Follow-
ing theanalogyof unigrammodels,wecomputetheclassmodelas
follows:
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where T is any word, Ý
þ

ÿ is the modelof the class �
� in story
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is thenumberof occurrencesof T in theclass �

�

of story

î

, while Û
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Û denotesthe total numberof wordsin

î

that fall into theclass�

� .
�

is a backgroundcorpusthat typically
consistsof a large collection of news stories. æ is a smoothing
parameterwhosevaluecanlie anywherebetween

7

and � .
Now, givenastorypair
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, wecomputetheprobabilitythat
the setof tokensin eachclass �

� of story
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( is generatedby the
correspondingclassmodelof story
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× . Assumingindependenceof
words,thisprobabilityis givenby:
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We thencomputethe likelihood ratio for eachclasswith respect
to thebackgroundcorpusto normalizefor documentlengthasfol-
lows:
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The similarity scorebetweenthe two storiesis then given by a
weightedsummationof the Likelihoodratiosof all the linguistic
classesasshown below:
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where

ß

is thetotalnumberof classes(3 in ourapproach)and
�

� is
theweightfor class�

� thatre�ects therelative importanceof class
� � in determiningthetopicof anews story.

6.2.3 ImplementationandTraining
We have usedBBN's Identi�nder to identify persons,locations

andorganizationsin a news storyandCIIR's jtag to identify parts
of speech.WehavealsousedPorter'sstemmerto stemwordtokens
to their respective roots.In our model,thevaluesof æ (assumedto
bethesamefor all classesfor simplicity) andclass-weights

�

� are
determinedempirically. We performedmanuallya searchsimilar
to hill climbing with several randomrestartsto determinethebest
performingvaluesof the four parameters.Thevaluesarelisted in
thefollowing table.

Parameter Value
æ 0.07
�

× 0.53
�

( 0.33
���

0.14

6.2.4 Evaluation
We have performedour of�cial run on theStoryLink Detection

taskusingthemanuallytranscribedcorpusof TDT4. ASR output
is typically poor in syntaxandit mayresultin noisyoutputof our
automatictaggers.Hencewechoseto doour runson themanually
trascribedoutput.Also, notethatwehaveusedthecollectionof all
theevaluatedstorypairsasour backgroundcorpus.This amounts
to a deferralconditionof 100in theLNK task.
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