Gene Recognition

Credits for slides:
Serafim Batzoglou
Marina Alexandersson
Lior Pachter
Serge Saxonov



Brief background on biology:

In a genome of an organism is DNA. Its functiomigncode proteins that the organism
needs to function. This DNA resides in the nucleusukaryotic organisms. The DNA is
transcribed into MRNA and then translated intocen by a Ribosome outside of the
cell.

The Central Dogma
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Because there are 20 different possible amino aidghere are only four different
base pairs of DNA, it takes three base pairs (oa®) to encode for one
amino acid.

Gene structure:

Promoter region: found at the beginning of a gelhés not transcribed but contains a
bunch of binding sights that help control how tleag is expressed

Transcribed region: The TSS is a transcriptiont sisg. Beyond that is the actual
transcribed part containing exons, parts that nitakéo mature transcript, and introns,
spliced out and removed from mature RNA.

GT/AG: Sequences that occur at the splice site htalt the cell where to make cuts.

The Sequence is transcribed into RNA, called tiagmy transcript. This transcript
consists of exons and introns. It undergoes sgicito a mature RNA with the introns
removed. The mature DNA contains a start codonGAT AUG in RNA) which tells
ribosome to begin translation and then at end dingpregion there is a stop codon (TGA
TAA or TAG) and that tells the ribosome to stopshktation and release the protein.
There is then a UTR (untranslated) region flankingr'his makes it into the mature RNA
but is not actually translated. It has regulataigs such as telling the RNA where to go



in the cell. The mature RNA is translated intotpio which folds up into structure and
fulfills its role.

Gene structure
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Codon:

A triplet of nucleotides
exon = protein-coding that is converted to one
intron = non-coding o amino acid

The problem is to computationally finding geneshiea genome. What we have is a
genome sequence (or related genomes alignedandtjve ask the questiomhere are
the genes in the sequence?

Answering this problem in large part depends orggn@ome we are looking at. For
example, in the yeast Genome, about 70% of theesegucodes for proteins and there
about 6000 genes all together. By contrast, miatteoHuman Genome is non coding
(only about 1.5% codes) and has about 22000 gesesve have different approaches to
finding genes in these genomes

ORF SCANNING:

It is easier to find genes in Yeast. The trickwse is that yeast genes very rarely contain
introns. Yeast genes consist of intergenic regamsthen contiguous coding region and
then another intergenic region with no intronsetvizeen. For simplicity we will omit
UTR’s in this talk. The focus is finding the pratooding regions in the genes. The
coding region always starts with a start codonemtk with a stop codon. In yeast the
mean length of a coding region is about 500 co@mwiscreates a protein with 500 amino
acids.



Finding Genes in Yeast
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Mean coding length about 1500bp (500 codons)

Transcript

One way to locate genes is ORF scanning. We loak the ORFs, open reading

frames, and find all the long ones which we will ggnes. An ORF is a region that
starts with a potential start codon and containgricame stop codons. It's a region that
could theoretically be processed by a ribosomdong ORF is unlikely to occur by
chance: a random sequence of DNA will likely rutoia stop codon. So chances are that
a really long ORF is a gene. If we look at the eiTgl distribution of ORFs genes (See
below) in yeast we see a huge difference in thgtkeaf coding (Green Line) and non-
coding ORFs. There are a lot of short non-coding=-©&nd very few long non-coding
ORFs and vice versa for coding ORFs. So we mak# aff (around 350-400 codons)

and say any ORF over this length is a gene andhmgytess than this length is not a

gene. This works reasonably well because we wtlingost of the area under the green
curve and very little area under the red curve.

Finding Genes in Yeast
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Unfortunaletly this technique does not work fortieg organisms because of introns.
Introns are the bane of ORF scanning. Becausensmre intervening in coding
sequences, all of the ORFs are much shorter. HEppens because coding regions can
be spread across many separate ORFs. In Drosephitave about 3.4 introns per gene.
The mean intron length is about 475 codons andnéen exon lengh is about 397. In
humans we have about 8.8 introns per gene. Tha mtan length is about 4400
codons and the mean exon length is about 165. FFog0anning does not work well.

So we need new way to locate genes. Here is steaeoif the scale of the problem.
Here is a shorter gene in a human. This is a gersaguenced around this gene and the
guestion is: where are the genes in this genome?
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» HSCKIIBE. Human gene for casein kinase II subunit beta (EC 2.7.1.37) :::.
ggggctgagatgtaaattagaggagotggagaggagtgot tcagagtttgggt tgot t taagaaagggt o0
ggttcocgaattotocoogtggt tggagggococgaatgtgggaggagggaggataccagaggocagggaagga o

gaacttgagctttactgacactgttctttttctagotgacgtgaagatgagcagoctcagaggaggtatoe
ctggatttocctggttoctgtgggotoogtggoaatgaattcttoctgtgaagtgagttotot tocascctee
— ctacttgccagottoacatatcticoccaccagacgttocttocacatattoccacttctacactgttctcot
assgcttttatgggagagagtgtaggtgaactagggagagacacaagtacttoctgotgagttgggagtg
agaaacaagcacaacagatgocagttgtgttgatgataaggocatcacttagagcattttgoccaggtcaa
agatgaggattttgatatgggttcocctotiggcttccatgtoctgacaggtggatgaagactacatcca
ggacasatttaatcttactggactcaatgagoaggtcoctoactatocgacasgctotagacatgatott
ggacctggagocctggtgaggoaccctocagggttgttttgtgtgtgtgogtgoactatttttoctottocaa
atctctattcacttgoctgaatttigocaaatttoctttggtictotgatttictttaaccoocaaattica
tgotttattttgatcotocacotgactottgictagttttgtgacgtatatcacttgttotoatghtLt
tgcaagggtcagaagococaggtttoctgggtococcatgooccagatgt tggatggggtaaggocccaaaagta
gatgctaggocasactgastagooccgoagococtggatatgggocagggocacctaggaaagotgasaaaca
agtagttgcatttggocgggoctgtggt tcagatgaagaactggaagacaaccccaaccagagtgacctg
attgagcaggcagcogagatgoctttatggattgatoccacgoocogotacatooct taccaaccgtggeato
gococagatggtgaggoctototgotoctacctgootoot totgagocagtaagagacacaggt tococtgoa
gocaagaagtcatgtttaagococctgttt =1 gotagoct gaggg cocagaacttgg
ccctgooctaatttggaagasaggocaacacagaagt ttgagagooccatctagtoocagagaagggggoot
ctggacagagttggaaggagtgcocgacagagt tggtatgggt tgggotgogaagggagt tgoctottot
ttacatctacctgocaaccoccttocattgtattcacctocagt tggaaaagtaccagocaaggagactttg
gttactgtcctogtgtgtactgtgagaaccagoccaatgocttocococat tGgtgagtgt tgaagaagggaaa
ggaaagcaccgtgtggcagtcttatgggaaggagt tggggctcaacacat tggagoctgagtecctgagg
ggaggttaggtaggaatagggggatacctggectgctgagtctggotagtoctooccaggocct t tocagacat
coccaggtgaagoccatggtgaagotoctactgooccaagtgocatggatgtgtacacacccaagtcatcaag
acaccatcacacggatggocgoctacttcggcactggtttccctocacatgotocttocatggtgoatecocoga
gtaccggccocaagagacctgocaaccagt ttgtgoccaggtagg tcatt ggtca
aaggaaaggcccaagaLcccccagagaggggaggacagggcangccctttctLgaggtczgcttct:c
cagaatcagggcatctococtgotgagtgactgtgggaasagttatttgattatctgtgottgagttacct
tattgtagaatgttcttgagctgagaagttgggaaccacgaggctttagotctgagoaggtoocatagag
gagctcaggtggggaggtgggaatgoaggtgactggcagggoctggatggggotecatgotgotgoctet
ctgacctoctgococtggoctaggotoctacggtttocaagatccatoccgatggoctaccagotgoagotoca
agococgocagcaact tcaagagococagtcaagacgat togotgat tcoctococcoccacctgtootgocagtc
tttgtocttttootttottittttgocaccoctttocaggaaccotgtatggtttttagtttaaat tasnagga
tcgttatcgtggtgggaatatgaaataaagtagaagasaaggocatgagoctagtctgotggtgottgo
gaagggggtggagocgtggccatggaaatogggctocacggoccagggatgg

It is difficult to pick out by eye where the gerse. The highlighted parts are the coding
sequences and the rest are introns. You can alhy peck out a clear pattern by looking
at it. Also, this is an easy example becausertinens are not as long as they are in
humans on average and this is a relatively shquesece.

This is more typical picture of what you might seéduman a genome. The genes are
like needles in the haystack, especially the exdxisthe black lines represent intergenic
sequences, blue lines are introns, and the letleooxes are the exons. The exons are a
very small part, about 1.5%. So if gave you hugpuence and said pick out where the
red boxes are, it would be very hard.

Needles inNn a Haystack




So we need to use more information to help receg@ienes. There is a lot of
information encoded in the sequence itself thatarepick out using programs:

Regular Gene Structure: Genes have regular patterns. They start witth staons and
end with stop codons. Introns have charactesgigriences. Exons alternate with
introns. Introns usually(about 99.8%) start with/GC and end with AG. Each exon
has a reading frame determined by the codon positidhe end of the last exon. Here
we have the same gene from before but now codensarked.

I

> HSCKIIBE. Human gene for casein kinase II subunit beta (EC 2.7.1.37)
ggggctgagatgtaaattagaggagoctggagaggagtgct tcagagtttgggttgotttaagaaagggt
ggttocgaattoctocogtggt tggagggccgaatgtgggagy iﬂéﬁﬂtﬁﬂiﬁﬂﬁi-ﬂ'
Iﬂﬂiiﬂiﬂlﬂﬂ!iﬁtﬂﬂiﬂiﬂﬁﬁﬁiﬂiﬂﬂ:
ctacttgoccagocttoacatatcticoccaccagacgttecttcacatattoccacttcta )
aaagcthttatgggagagagtgtaggtgaactagggagagacacaagtacttctgctgagt|Ve)¢ Exon:
agaaacaagcac:aacaga tgcagttgtgt Lgatga t,aaggc:atc:ac:t t poago = Frame O

tgcaagggtcagaagcoccaggtttoctggg gatggggtaaggcoccaaaagta
ggtgctaggcaaactgaatagoccgoageecee| Next EXON: jcacctaggaaagctgaaasaaca
agtagttgcatttggoccgggotgtggttocaga Ccaaccocaaccagagtgacctg
attgagcaggcagcoccgagatgctttatggatt Frame 1 catccttaccaaccgtggcatc

gocococagatggtgaggoctototgotoctacot Sooroortorgagragtaag -acaggttocctgca
gcaagaagtcatgtttaagoocctgtttaaggaagoctagotgagaagaggggaagaaccoccagaact tgg
ccoctgocctaat t tggaagaaaggcaacacagaagt t tgagagoccocatctagtcocagagaagggggect
ctggacagagt tggaaggagtgoccgacagagt tggtatgggt tgggctgogaagggagt tgectottot
ttacatctacctgccaaccoccttocattgtattoacctocagttggasaagtaccagocaaggagactttg
gttactgtcctogtgtgtactgtgagaaccagocaatgottococat tGogtgagtgt tgaagaagggaaa
ggaaagcaccgtgtggcagtct tatgggaaggagt tggggctcaacacat tggagocctgagtocctgagg
ggaggttaggtaggaatagggggatacctggoctgotgagtctggotgtctococcaggoectt tcagacat
coccaggtgaagoccatggtgaagoctctactgoocoaagtgoatggatgtgtacacaccoaagtcatcaag
acaccatcacacggatggcocgocctact tcggocactggtt tccctocacatgotct tcatggtgecatcooga
gtaccggcccaagagacctgccaaccagt ttgtgcoccaggtagggagecagggagagtcat taagagtea
aaggaaaggcccaagatococococcagagaggggaggacagggcatggocctttocttgaggtotgot toteo
cagaatcagggcatctocctgctgagtgactgtgggasagttatttgattatctgtgottgagttacot
tattgtagaatgttcttgagctgagaagt tgggaaccacgaggctttagctctgagocaggtococatagag
gagctcaggtggggaggtgggaatgcaggtgactggcagggoctggatggggctcatgotgotgoctct
ctgacctoctgocctggoctaggotctacggt ttcaagatococatcogatggectaccagotgocagetoca
agoccgcoccagcaact tcaagagcoccagtcaagacgat tocgotgat tococctococccacctgtocctgocagto
tttgtottttoctttocttttttgocaccott tcaggaaccoctgtatggtttttagtttaaattaaagga

tcgttatcgtggtgggaatatgasataaagtagaagaasaaggccatgagoctagtctgotggtgotigoe
'gaagggggtggagocgtggocatggaaatocgggoctococacggooccagggatgg

Blue boxes show where codons are. The codons statko end in the exon. It turns

out this first exon has a length multiple of 3.hdts some number of complete codons. So
this means the first base pair in the next exohstalrt a new codon. However the next
exon does not have length multiple of 3. It has extra base so a codon is split between
this exon and the next exon. So the last baseoptiis exon must be part of the first
codon of the next exon. So if we can keep trackludt frame we are in we can use this
3-periodicty to help predict where genes are.

Exons and introns have characteristic length distbutions. Introns are much longer in
Humans than the exons are, and each type of eriiaexons vs internal exons vs
terminal exons) has its own characteristic lengskridution. Initial exons contains a
start codon. Terminal exons contain a stop codadneaend. Initial and terminal exons
can be very short (30 bases) but very unlikelyiribegrnal exons to be that short. So we
can bias predictor to avoid doing unlikely predios. Exons are too short to do ORF
scanning but we can still use this information éplpredictions.
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Nucleotide Composotion composition of coding DNA is much different thaon-

coding DNA because coding DNA codes for proteind mmn-coding has different
function. Different codons code for different amiacids as in the chart below. We see
that multiple codons can code for the same amirh ac

Nucleotide Composition

» Base composition in exons is characteristic due to the genetic code

Amino Acid SLC DNA Codons

Isoleucine | ATT, ATC, ATA

Leucine L CTT, CTC, CTA, CTG, TTA, TTG
Valine Y, GTT, GTC, GTA, GTG
Phenylalanine F TTT, TTC

Methionine M ATG

Cysteine C TGT, TGC

Alanine A GCT, GCC, GCA, GCG

Glycine G GGT, GGC, GGA, GGG

Proline P CCT, CCC, CCA, CCG
Threonine T ACT, ACC, ACA, ACG

Serine S TCT, TCC, TCA, TCG, AGT, AGC
Tyrosine Y TAT, TAC

Tryptophan w TGG

Glutamine Q CAA, CAG

Asparagine N AAT, AAC

Histidine H CAT, CAC

Glutamic acid E GAA, GAG

Aspatrtic acid D GAT, GAC

Lysine K AAA, AAG

Arginine R CGT, CGC, CGA, CGG, AGA, AGG



Because the cell uses different amino acids irehfit frequencies and patterns in its
proteins, we will also see different frequencied patterns in the codons in DNA. For
example maybe humans use Cysteine a lot so weedlh lot of TGT and TGC in its
coding regions. Also we see that certain cells tix use certain codons to code for a
given amino acids more than others that also codéhé same amino acid. This is called
codon bias. For example in humans, Isoleucinedgd for by ATT more than the other
two bases.

Biological signals These signals occur near start codons, stopnspdplice sights and
help tell the cell what to do. For example thd kebws how to splice out an intron
based in part on the sequence around the spliee §ib we see certain patterns of bases
around these areas. A good example is a donoatcitee start of an intron. When the
cell wants to splice an intron the first thing thappens is the U1 snRNA comes down,
attaches to the donor site and performs reactmbggin splicing. So if we look at
certain sequences in the U1 snRNA, and we lookeatbnsensus sequence in the donor
site, the sequences will be complementary. Thieause the donor sequence must
dock with the U1 snRNA. But not every donor sigs lthis sequence. These are things
that tend to occur so we can create a probabihstidel to account for these affects.

For example in human genes we can look for thegels. In the chart below we see
certain patterns around the acceptor sites (redd)dar example. They all have AG
where they should (23 base position) and the acceptor sites tend to Gawefore the
AG. And if we look at donor sites (blue boxeskgyhend to have GT at the beginning of
the intron and it tends to have a G right befoeg.th
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Now we build a model to take into account theseagy We can look at a bunch of
donor sites and look at every position in the dai®s. We can compute the frequency
of each possible base at each position aroundaherdites (See chart below).

. . (X X )
Splice Sites H
Donor site
= =
Position
8| ... -2|-1] 0| 1| 2| ..| 17
Al26].../60 9/ 0| 0] 54 .| 21
C|26|../ 15 5] 0| 1 2| .| 27
G| 25| ...| 12 7§ 100 O 41 .. 2f7
T|23|.../13| 81 0| 99 3 25

In the chart above 0 corresponds to the positidirsifbase in the intron, -1 corresponds
to the last position in the exon right before thigdn and so on. The red line corresponds
to where the splice is made. We see from the thattthere are strong biases around the
splice site, such as the G being a 100 percerdsitign 0. But the further we go from

the splice site, the less biased the base disiimibecome at each position. For
example, if we go 8 positions back in the exonsee an almost even distribution of
bases. We can build this kind of model for dosites, start codons, stop codons and
acceptor sites. The acceptor sites have biaseadtbe splice site but not as much as
the donor sites. The acceptor sites are integebBgcause we see a longer track of bias
(high occurrences of Ts and Cs)

We have many types of models that are used toypakese signals around splice sites.
The simplest is the WMM, the Weight Matrix Modélhere is no context dependence in
this model. We look at the probability of eachéascurring at each position and
consider them independent from each other (whitheéssame as PSSM).

Then we have the WAM, the Weight Array Model. Ttaikes into account
dependencies. We can ask what the probabilitylzse is at a given position given the
base at the previous position. This allows uske tinto account the context of the
previous bases but does not allow us to take ictount the bases ahead of it.

To do this we use MDD, the Maximal Dependence Dguustiion. Its basically a binary
tree type of algorithm. We look at all positiongdionor site in some window. For every
position i, we calculate the statistic<Ssum of all the chi-squared values of the charact
position i versus the characters at positions athem i. It's a measure of how much the
other position’s probabilities depend on what tharacter at position i is. This value will



be high if a character at position i has a big iohgan the other characters and low if it
does not. You calculate this for all the positiansl then you pick the position with the
highest $ Then you partition your donor site examples imto subsets. One subset
contains all the donor sites that have that charadtthat position and the ones that
don't. For example if positionsSvas maximal Sand we had a G at position 5, then we
would break our donor sites into groups such thaxamples of splice sites in one
group had G at position 5 and the examples in thergroup did not have G at position
5. We keep iterating on subgroups using the gameess, splitting groups until we
reach some threshold (i.e.there are no sequerites tee dependencies are not strong
enough to justify splitting any more). We can thein WMM or WAM for each of
these final groups. This will take into accoumidaange dependencies because
parameters for WMM or WAM will be different dependion what subgroup we look at.

Splice Sites s

*  WMM: weight matrix model = PSSM (Staden 1984)
*  WAM: weight array model = 1st order Markov (Zhang & Marr 1993)
» MDD: maximal dependence decomposition (Burge & Karlin 1997)
Decision-tree algorithm to take pairwise dependencies into account
For each position |, calculate S; = i 2(C,, X))
Choose i* such that S;. is maximal and partition into two subsets, until

« No significant dependencies left, or
< Not enough sequences in subset

Train separate WMM models for each subset

All donor
splice sites
GS
not G_ §

Patterns of conservation: We see conservation between genomes. It tutngemes
are more well conserved between genomes than ringcoegions. Functional
sequences are conserved better than non codingrssggibecause mutations in
functional sequences are more likely to be fatarganisms and so will not get passed
on. There are also second order effects we sine IDNA of coding regions. For
example in Signal sequences such as splice siteggveompensatory mutations: if one
position mutates away from the consensus, anotigtign mutates towards the
consensus to maintain enough of a binding potebéleen splice sites and splicing
machinery. Also in coding sequences we see 3giergattern of conservation. As we
saw earlier, most amino acids can be coded fordnerthan one DNA triplet. Usually
the degeneracy is in the last position, so fovargamino acid, the first two positions are
the same in the codons that can code for it bulateposition can be different. For
example Proline can be coded by either CCG, CCA, QGCCA. So we will see that in




every third position there will be many changeth| bases at that position and we can
pick up this pattern.

We can build these insights into a probabilisticdelo We usually use Hidden Markov
Models for biological sequence alignment. This mighange soon. The states of the
HMM correspond to different features in the seqeefar example you could have one
state for an intergene region, one state for tisé éxon in the gene, one state for an
intron and another state for an internal exon. ¥wmun run an algorithm to predict most
likely sequence of states that produce a givenesarpl

ssse
. - ess®
Hidden Markov Models for Gene Finding -
Intergene
State
Intergenicy’ Exon Intron Exon Intron Exon Intergenic

Sl maeees 2 2ees 00 =

ATGAGCAAAGTAGACACTCCAGTAACGCG GTGAGTACATTAA

GENSCAN: The first example of a gene predictor that wasessful using HMM.
Here is the actual HMM of GENSCAN:

GENSCAN




It has a state for intergenic regions. The modebp is symmetric to model on bottom.
This is because genes can occur on either straDiAfsequence. So it duplicates
models so it can predict genes on forward and sevstrands. The intergenic state
always goes next to a promoter which then goeslia bltate. It then can predict a single
exon gene or a multi-exon gene. Ifitis a sireden gene, you predict coding region and
you go to 3 prime UTR that occurs at end of gertethan back to intergenic state. If
you predict a multi-exon gene then it is more coogpéd. After you predict initial exon
you can go to any of three intron states. Theoreasg have three intron states and three
copies of internal exon states is so we can ke wf what frame the last exon ended
in, (i.e. what codon position the last base oflis¢ exon was). We go through these
intron and internal exon states and then we gotéorainal exon state and then finally to
a 3 prime UTR state.

GENSCAN was created at Stanford by Burge and Kanlit997. It was created before
the human genome project so there were no aligrevaaatilable. Their estimate for
human gene count was about 100,000, now we thaie tare about 22,000. This
affected GENSCAN performance.

The GENSCAN model uses explicit state duration HMKEre the states can have
arbitrary length (not just geometric) distribution$ we have maximal state duration of
size n, then time complexity is n times worse taaegular HMM. This becomes a big
problem as states in human genome can have siZ#8@00 base pairs or longer. So
GENSCAN restricted larger states, such as intratestand intergenic states, to only
have geometric length distributions. The exorestathich are much shorter (around
5000 bp) still have explicit distributions. GENSRBAlso takes advantage of the fact that
exons will always have specific dimers or trimenseither side of them. For example an
internal exon will almost always have an intrornttiiads in an AG and an AT right after
it ends because this is the splice site conserSimsilarly, we will always have start
codons at the front of initial exons. This cutskan the number of possible exons by a
ton and we can use this knowledge to cut down tiarmaplexity.

GENSCAN uses a 5th order markov model. This allog/$o look at 6 bases, or 2 whole
codons at atime. This then allows us to use kedgg of what amino acids

tend to appear near each other. Each CDS framigshasn model. It uses a different
model for positions 0,1 and 2 in the codon bec@&ash position in a codon has a
different distribution of what base pairs it usyafike on. It uses a WAM model for
start/stop codons and acceptor sites and a MDD himddonor sites. It also uses
different parameters for regions with different G&htent. The reason for this is that we
see pretty significant difference in the distributiof genes depending on the GC content.
For example in a region with a very high GC contgatsee more genes that tend to be
shorter. In a region with a very low GC contest t@nd to see a region with fewer genes
that tend to be longer.



GENSCAN performance:

First predictor to do well on reasonable, realisaquences (several hundred thousand
base pairs at one time) containing multiple gend®th orientations. It has pretty good
sensitivity(70%) but has pretty poor specificitp¥4), predicting many false positives.
This is in part a consequence because the creft@ENSCAN thought there were
100,000 genes instead of 20,000. Also GENSCANhdidpredict enough exons per
gene. Despite these problems, GENSCAN was besicppetbr about 4 years and is
most famous.

TWINSCAN:

Evolution of GENSCAN. Very similar to GENSCAN. &sn informant

sequence, normally from a mouse, to help predisegeln 2001, mouse genome came
out and TWINSCAN uses this extra information tophetedict genes. TWINSCAN
creates informant sequence. An informant sequeoisists of three characters: a match
character, mismatch character and an unalignecctaar So for every position in human
genome if there is an aligned match to mouse genberethere will be a match
character in informant sequence and similarly fesmatch and unaligned character. It
then uses this conservation information to helplgyaerformance.

TWINSCAN assumes informant sequence is indeperafgarget sequence.

TWINSCAN creates two independent sequences usinfyltivbdel. It uses exact same
model as GENSCAN except adds models for conservaggquence. Has the exact same
state diagram and model of primary DNA sequencewaver TWINSCAN uses only

one CDS model for all frames so there are no sepaomservation models for frame 0,1
or 2. This turned out to be a bad idea becauseewenuch different conservation models
in these frames.

Many different informant sequences have been trigdusing the mouse sequence seems
to be the best informant. A good informant sequesi¢ar enough away in non-coding
region to see divergence but close enough in cogiggns to see similarities.

TWINSCAN Performance: Slightly more sensitive (about 75%) than GENSCIAN
much more specific (about 75%) than GENSCAN. Infantnsequence allows it to make
a lot less false positive predictions becausentsse when “ghost” exons are not
conserved between informant sequence and the sggaence. It is also much better at
the gene level. Most genes are mostly right amitB5% are exactly right. The reason
why that number is so low is that it is very haogtedict every single exon and every
single splice site right to predict gene entiregjnt. TWINSCAN was best gene
predictor for about 4 years.

NSCAN: recently NSCAN came out. Similar to TWINSCANt luses multiple
informants and has other improvements.

It has a richer model of sequence evolution. #sidt just use match, mismatch or
unaligned. There can be different types of mishegdetween DNA sequences and
these can be modeled separately. It uses framéise&dS conservation model which
TWINSCAN does not have. It also has a separateshfod conserved non-coding
sequences to take into accouont fact that someoding regions are very highly



conserved. This helps cut back on some falseipesit It can also model splices in 5’
UTR regions which causes TWINSCAN some problems.

HMM outputs:

HMM Outputs

« GENSCAN

Target GGTGAGGTGACCAAGAACGTGTTGACAGTA
« TWINSCAN

Target GGTGAGGTGACCAAGAACGTGTTGACAGTA
Conservation  [[[:|[:||:[I{1:NHHL----

sequence

* N-SCAN

Target GGTGAGGTGACCAAGAACGTGTTGACAGTA
Informant1 GGTCAGC___CCAAGAACGTGTAG......
Informant2 GATCAGC___CCAAGAACGTGTAG......

Informant3 GGTGAGCTGACCAAGATCGTGTTGACACAA

GENSCAN outputs just the target sequence. TWINS@ANbuts the target sequence
plus an extra conservation sequence which is asstorige independent. NSCAN
outputs target sequence and several informantraégis.

Unlike TWINSCAN, NSCAN cannot assume that basesiairinformant sequences are
independent of each other. It therefore needaki® into account these dependencies. It
uses Phylogenetic Bayesian Network Models to mtigietiependencies between these
sequences in a formal way.



Phylogenetic Bayesian Network Models

P(H.C,M,RA,A,A) P(A) P(CIA) P(AIA) P(HIA)
P(Ai|A) P(M|A) P(R|A)

Bascially, this is a probabilistic model that alb®ws to model joint distributions between
sequences using some independence assumptionsxdfople, suppose we have a
bunch of random variables in a model with C=Chi¢ckgnHuman, M=Mouse and R=
Rat. We want to come up with a probability disitibn over the bases at a certain
position in H,C,M,and R. We can decompose it afmroduct of terms using the
properties of the Bayesian network. It takes atoount the dependencies in a formal
way.

Homology-Gene Based Predictions:

Predictors that predict genes of one organism usikigown orthologous gene or protein
from another organism. For example, we can aligiigims in humans with proteins in
mice. We can use this alignment to help guide sacpipredictions.

GENEWISE is a program that uses protein homology. For e}amjpises an alignment
between a known human protein and some mouse segjuéiruses the alignment to
guide its prediction for the mouse sequence.

PROJECTOR takes a similar approach as GENEWISE but instég@dadeins uses
actual gene structures. This is better becawsmisee where the actual exon boundaries
are instead of viewing whole proteins at once.

These predictors are very accurate if homologygh.hBut it is not clear if this will
apply to new genomes that may not have known artjmls genomes.

Evaluating GENE predictors:

We could have a GENE predictor that gets every et but predicts millions of
exons that aren’t actually there. This would havegh sensitivity but low specificity.
Or we could have the opposite case with a hightseovative predictor. It may not



predict exons that are actually there while allékens it predicts are in fact exons. This
would be very specific but not very sensitive. Toal is to have predictors that are both
highly specific and highly sensitive. The testgstgndard for gene predictors is on the
whole genome. In the past there were a lot ofdesingle-gene sequences but this is
not interesting anymore. Below are some charshtav how well some gene predictors
do on the exon and gene level.

Exact Exon Accuracy
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Exact Gene Accuracy
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SGP2 is sort of like TWINSCAN. EXONIPHY is morersliar to NSCAN but uses
different models for multiple informant sequencé&m the left we have sensitivity and on
the right we see specificity. Again we see thergpecificity of GENSCAN. The more
information we add the better the performance.tl@mgene level, the affect is even more
exaggerated because we need to get many exonsaigteadict whole genes correctly.

A known common weakness of genome predictors isthiegr performance drops
radically as the length of introns increases. Thigpens because we begin predicting
false positives in long introns sequences becdesetare such long sequences of code
that by chance we will predict exons. NSCAN howegeems to avoid this affect
though it is not clear why.

Intron Sensitivity By Length
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We ask how well do multiple informants work? Thetivation behind NSCAN was to
use multiple informants instead of a single infonin® improve prediction. It turns out
that using multiple informants is not as effectaveechnique as was once thought. For
example if we use the performance of different Rinflinformants there is not a huge
difference between using one informant by itsedithf we use a combination of
informants in human prediction.



Human Informant Effectiveness
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So NSCAN is better than TWINSCAN because of iteotfleatures and not really
because of using multiple informants. It's an opevblem on how to use multiple
informants to predict genes more accurately.

THE FUTURE:

Many new genomes are being sequenced and it ingetieaper to do so. We need to
annotate these genomes. One thing we need to knetere the protein coding genes in
these sequences are. We have experimental methbdp find these genes. The most
common method is to take a library of mRNA trangsrifrom a bunch of cells in an
organism. Then we use reverse transcription engymeurn these into DNA and
sequence this DNA. This gives us an idea of thesanges in a cell that correspond to
protein coding genes. This does not work that ivetlause different transcripts are much
more abundant in cells. So if we randomly sequevesvill not find the genes that are
not that abundant in cells. So these “shotgun’ho@s$ do a good job of finding about
half the genes in a mammal but not the rest buethee diminishing returns on finding
new genes. However, there are cheap targetedimgres to verify predicted genes. So
one direction in the next few years would be to gesee predictors to predict genes and
then verify these genes using the cheap experiments



The next step is to make gene predictors more ateuOne idea is to use Conditional
random fields instead of HMMs. CRFs have somergtexal advantages and would
expect them to do a bit better than HMMs on ank tagolving prediction. Also we
want to get multiple informants to work, but hawe heen able to get them to succeed.



