
         Scribed By: Nicholas A. Dovidio 

 

Hidden Markov Models 

Monday, January 26, 2009 

 

Topics 

Today: 

1. HMMs Overview 

2. Overview of the three main problems: Evaluation, Decoding, and Learning. 

3. The Viterbi algorithm. 

4. The Forward algorithm. 

 

Next Lecture: 

1. The Backwards algorithm. 

2. Posterior Decoding. 

3. Higher-Order HMMs. 

4. Modeling the duration of states. 

5. Proteins, Pair GMMs, and Alignment 

 

Overview of Hidden Markov Models 

In this lecture we introduced the topic of hidden Markov models (HMMs).  HMMs are employed 

to help identify biological structure within sequences. For example, Durbin States ñwherever the 

dinucleotide CG occurs (frequently written CpG to distinguish it from the C-G base pair across the 

two strands) the C nucleotide (cytosine) is typically modified by methylation. There is a relatively 

high chance of this methyl-C mutating into a T, with the consequence that in general CpG 

dinucleotides are rarer in the genome than would be expected by their independent probabilities of 

C and G.ò Durbin goes on to state there are certain biologically significant regions where CpG are 

more frequent than elsewhere, such areas are known as CpG islands. We want to use HMMs to 

detect such regions. 

 

In addition to introducing HMMs and their structure we analyzed two algorithms: the Viterbi 

algorithm and the forward algorithm. The Viterbi algorithm determines the most probable state 

path, while the forward algorithm determines the probability of an observed sequence. We closed 

class by mentioning the backwards algorithm. 

  



 

Markov Chains 

Before describing HMMs, we begin by analyzing a simpler version, Markov Chains. In Markov 

chains we have a set of states and probabilities of moving from one state to another. We show a 

simple example for DNA below: 

 
In this diagram we have four states and transitions from each state. To fully describe the model we 

define ast = P(xi=t | xi-1 = s). This quantity means that there is an associated probability of moving 

from state s to state t. The importance of this relationship is that it only depends on the prior 

quantity, Markov chains are memory-less. With this simple model we now analyze HMMs and 

explore the various questions they can help answer. 

 

Hidden Markov Model Motivation:  The Dishonest Casino  

During lecture we used the dishonest casino player scenario to motivate the importance and uses 

of HMMs. In this example we had a casino player who had two dice. The first die was fair and the 

other die was loaded so that six occurred more frequently. More specifically the rules of the game 

were: 

 

Game: 
1. You bet $1 

2. You roll (always with a fair die) 

3. Casino player rolls (maybe with fair die, 

maybe with loaded die) 

4. Highest number wins $2 

 

 

A casino has two dice: 

Å Fair die 

 P(1) = P(2) = P(3) = P(5) = P(6) = 1/6 

Å Loaded die 

 P(1) = P(2) = P(3) = P(5) = 1/10 

 P(6) = 1/2 

Casino player switches back-&-forth between 

fair and loaded die once every 20 turns 

 



We then are given a sequence of outcomes from the game: 

 

1245526462146146136136661664661636616366163616515615115146123562344 
 

In the above sequence we only know the outcome of the rolls. We do not know which die was 

used to produce each part of the outcome; these states are hidden from us. The first question we 

ask is how likely the above sequence is given our model. This is the evaluation problem in 

HMMs. Another question is where the fair die is used and where the unfair die is used. This is 

known as decoding the HMM. By inspection we can make a guess about the die use: 

 

1245526462146146136136661664661636616366163616515615115146123562344 
 
Above is a guess that the bolded and italicized area is obtained using the loaded die. We do not 

know if this is true, but by observing the data it seems like a reasonable hypothesis. By using 

HMMs we hope to calculate the probability that this hypothesis is true. 

 

Further questions we can ask include: ñHow loaded is the loaded die?ò ñHow fair is the fair die?ò 

ñHow often does the casino switch between the two dice?ò These are the learning questions in 

HMMs. We explore learning based questions extensively in later lectures. 

 

The Dishonest Casino Model 

By using the information in the prior section we can create a state diagram for our model. This 

visualization will help us analyze the HMM. 

 

 
 

In the above diagram we almost completely describe the game; we do not state the initial state. We 

give each state, the chance to move from one state to another and the probabilities of a specific die 



roll given that we are in a certain state. Observe that the numbers and states correspond to the 

definition of the game presented earlier. 

 

Formal Definition of a Hidden Markov Model  

Now that the ideas and goals of a HMM have been explored, we formally state the model. For 

each part of the model we state the corresponding part in the dishonest casino scenario. 

 

Å Alphabet: S = { b1, b2, é, bM } . In the casino player example these correspond to the die 

outcomes, {1, 2, 3, 4, 5, 6}. The model will produce these values and they are available to 

us. 

 

Å Set of states  Q = { 1, ..., K }. In the casino example the set of states are fair and loaded. 

Observe that we do not know what state we are in; this information is hidden from us. More 

specifically, when the casino player rolls the die we do not know which die he is using. 

  

Å Transition probabilities between any two states: aij = transition probability from state i to 

state j. In addition since these are probabilities they sum to 1, ai1 + é + aiK = 1, for all states 

i = 1éK. These values represent the probability of moving from fair to loaded, loaded to 

fair, and staying in the current state. 

 

Å Start probabilities a0i: Again since these are probabilities they sum to 1, a01 + é + a0K = 1. 

 

Å Emission probabilities within each state: ei(b) = P( xi = b | pi = k). Since these are 

probabilities they sum to 1, ei(b1) + é + ei(bM) = 1, for all states i = 1éK. These are the 

chances of a given die roll given that we are in a certain state. For example, the emission 

probability of rolling {6} is ½ when we are in the loaded state and 1/6 when we are in the 

fair state. 

 

Important Fact: A Hidden Markov Model is Memory -less 

One very useful property of HMMs is that they are memory-less. This means that at a time step t, 

only the current state pt affects the future state. In terms of the conditional probabilities: 

 

P(xt =  b | ñwhatever happened so farò) = 

P(xt = b | p1, p2, é, pt, x1, x2, é, xt-1) = 

P(xt = b | pt) 

 

This view allows us to greatly simplify our problem. For example, to determine the probability of 

arriving at a new state, we do not need to know all of the prior states. In the next lecture we 

showed how to remove this restriction by adding more states. Such models are known has higher-

order HMMs and correspond to having memory larger than one time point. They are useful when 

we think a certain sequences of states occur frequently together. 

 



In a more sophisticated model of our dishonest casino we could employ a high order HMM. 

Suppose the casino does not want to get caught with a loaded die. The casino will then have a 

higher chance of switching to the fair die after rolling a large number of sixes in a row.  

 

Biological Example 
Before discussing how the models are used to solve various problems we demonstrate a biological 

use from Durbin. Recall that there are such things as CpG islands. Within these islands the 

chances of certain characters being in our sequence are increased, while others are decreased. In 

effect the transition values within the CpG island regions are very different than those outside such 

regions. We demonstrate a partial diagram below: 

 

 
 

To fully complete this diagram every state would be able to connect to every other state. In the 

above diagram we have the + sequences representing being in a CpG island, while the ï areas 

represent being in a regular part of the sequence. Observe that both A+ and A- emit A, but their 

transition probabilities will be different. A model such as the one above could help us identify 

what parts of a sequence are CpG islands and what parts of the sequence are not. We discuss such 

problems in the following sections. 

 

Generating a Sequence from the Model 

We can use our model to generate a sequence of n characters. To do this we begin at a start state 

and transfer from one state to another. At each transition we also generate an emission. We state 

this more formally: 

 

1. Start at state p1 according to probability 

a0p1  

2. Emit letter x1 according to probability 

ep1(x1) 

3. Go to state p2 according to probability 

ap1p2 

4. é until emitting xn  

 


