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1. Background 

 

Ribonucleic acid (RNA) is a polymer of the nucleotides adenine (A), uracil (U), cytosine 

(C) and guanine (G) that has been transcribed from DNA. Traditionally, RNA has been 

seen as a messenger molecule which carries information from the DNA to the translation 

mechanism which translates it into protein.  
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RNA secondary structure 

 

As opposed to DNA, which is double stranded, RNA is a single stranded molecule. This 

means that RNA has the ability to fold and bind with itself, taking on a 3D conformation 

which is its secondary structure. Figure 1 shows a few of the common folds, also known 

as structural motifs, found in the RNA secondary structure. One such motif is a helix, or 

stem, which is a long consecutive sequence of hybridized (paired) bases, akin to the dou-

ble helical structure of DNA. The hairpin loop is another such motif, and it is a helix fol-

lowed by an opening at the end, thus making the structure look like a hairpin; the hairpin 

loop starts at the end of the helix where the base pairing stops. On the other hand, an in-

ternal loop is a motif that forms in the middle of a helix thus breaking it up. The bulge 

loop is a special case of an internal loop in which only one of the sides is unhybridized 

(unpaired). Finally, the multi-branch loop is a motif in which there are nested structures 

within the loop – as shown in Figure 1, the multi-branch loop has two separate branches 

that forms a helix and a bulge loop respectively.  

 

Pseudoknots 

 

In addition to the motifs described above, RNA may also form pseudoknots, in which 

two helices overlap, causing non-nested base pairing as illustrated in Figure 2. The pres-

ence of pseudoknots in RNA makes secondary structure prediction computationally in-

tractable. Thus, most algorithms ignore them during the computation in order to increase 

efficiency, since they are also rarely present in nature. In particular, the algorithms dis-

cussed in these notes ignore the possibility of pseudoknots. 

bulge 
loop 

helix 
(stem) 

hairpin loop multi-branch 
loop 

internal loop 

Figure 1: Common RNA structural motifs 
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Non-coding RNA 

 

Although RNA has been conventionally regarded as having only a messenger function, 

recent discoveries of many forms of non-coding RNA (ncRNA), RNA that is not eventu-

ally translated into proteins, present a challenge to this view. Examples of these include 

RNA enzymes like ribosomal RNA (rRNA) and transfer RNA (tRNA) which catalyze 

chemical reactions, RNA interference (RNAi) in which RNA molecules like microRNA 

(miRNA) and short-interfering RNA (siRNA) mediate gene regulation, and alternative 

splicing mechanisms carried out by small-nuclear RNA (snRNA).  

 

For these ncRNA molecules, their structure is critical to their function. In fact, it has been 

discovered that the nucleotide sequences of these ncRNAs have not been highly con-

served, giving further evidence that the sequence is not of primary importance. However, 

experimentally determining these RNA structures, for example, through X-ray crystallog-

raphy, takes a lot of time and money. Thus, being able to efficiently predict these struc-

tures computationally is an important problem in computational biology. 

2. CONTRAfold: Probabilistic RNA folding 

 

Overview of the algorithm 

 

The CONTRAfold algorithm is one such algorithm that is able to predict RNA secondary 

structure from the sequence. It predicts the most likely secondary structure for an RNA 

sequence using various features in a structure. For example, the algorithm considers the 

number of C-G and A-U base pairings (canonical base pairings), which are very frequent 

in actual RNA structure as they are more energetically favorable than other forms of base 

pairings, for example, a C-C base pairing. In addition to canonical pairings, CONTRA-

fold also considers the number of non-canonical base pairings (G-U pairings), helices, 

bulge loops and CG/GC base-pair stacking interactions in its assessment of an RNA 

structure. All these features listed above are thermodynamic parameters, because they 

represent the energy of the structure; other non-thermodynamic features could also be in-

corporated into the algorithm if desired. 

Figure 2: Overlapping base pairing in an RNA pseudoknot 
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Details of the algorithm 

 

Each feature fi considered by the algorithm is associated with a weight wi, that describes 

its relative importance amongst all the features being considered. These weights are 

learnt by the algorithm from a training set of experimentally determined RNA structures 

published in the Rfam (RNA families) database. CONTRAfold determines the weight for 

each feature as that which maximizes its performance on the given training set. Weights 

may be negative for features that are considered unfavorable in an RNA structure.  

 

With these features and weights, the probability of a structure y, given a sequence x,  

P(y | x), is determined using the following relationship 

 

∑ ⋅∝
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where F(x, y) is a column vector such that Fi(x, y) is the number of occurrences of feature 

i in a structure y generated from the sequence x. An exponential function is chosen be-

cause it makes normalization and computation easier; it also has several desirable proper-

ties that are beyond the scope of this class. 

 

To better understand the application of this formula, consider an example where the fea-

tures considered are the number of C-G and A-U base pairings, and both these base pair-

ings are considered to be equally good; we consider structures having large numbers of 

C-G and A-U base pairings to be the most likely structures. Then, vector F(x, y) will be 

 

 

Number of C-G base pairings 
 F(x, y) = 
Number of A-U base pairings 

 

corresponding to the features, and the weights w1 and w2 will be equal. If w1= w2 = 1, 

then P(y | x) ∝ exp( Number of C-G base pairings + Number of A-U base pairings). 
 

CONTRAfold considers all possible structures (excluding pseudoknots) and computes the 

most probable structure as defined by the probability function stated above using dy-

namic programming, in O(n3) time. In addition, the algorithm also computes a probabil-

ity associated with each base that reflects the likelihood of the pairing or non-pairing of 

that base in the structure. A graphical depiction of an output structure from the algorithm 

is shown in Figure 3 where high confidence pairings are in a darker type, while low con-

fidence pairings are in lighter type. The long helix on the lower right corner of the dia-

gram is an energetically favorable structure, and so the algorithm is highly confident that 

it has predicted a good structure. On the other hand, the base pairings on the left of the 

diagram are not as likely to be correct, as indicated by the algorithm, as they appear to be 

breaking up what could be a larger loop structure that might be more energetically favor-

able. 
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The algorithm allows for a tradeoff between sensitivity, the fraction of correct base pair-

ings with respect to the true number of base pairings, and specificity, the fraction of cor-

rect base pairings with respect to the number of predicted base pairings, through the use 

of a user defined parameter γ. Figure 4 shows the output from CONTRAfold as  γ is var-

ied. When γ is small (for example, γ = 1), CONTRAfold only considers the most confi-

dent base pairings, thus maximizing specificity but sacrificing sensitivity. On the other 

hand, when γ is large (for example, γ = 1024), most bases are paired in some sort of struc-

ture, thus maximizing sensitivity but reducing specificity. The choice that the authors 

used in their paper was γ = 8, in order to achieve a balance between having high sensitiv-

ity and having high specificity.  

 

 
 

γγγγ = 1 

γγγγ = 8 

γγγγ = 1024 

AUCCCCGUAUCGAUC 

AAAAUCCAUGGGUAC 

CCUAGUGAAAGUGUA 

UAUACGUGCUCUGAU 

UCUUUACUGAGGAGU 

CAGUGAACGAACUGA 

Figure 4: Structures output by CONTRAfold for the same RNA sequence as the  

parameter γ is varied. 

Low  

confidence  
bases lighter 

High  

confidence 
bases darker 

Figure 3: CONTRAfold output showing confidence of pairings 
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Performance of CONTRAfold 

 

The performance of CONTRAfold was evaluated by training the algorithm on 50% of the 

total training data whilst using the remaining 50% as test data. The training and test data 

were chosen such that there is no overlap at any level of homology. Results of this 

evaluation are shown in the ROC plot of Figure 5, in which the sensitivity and specificity 

of CONTRAfold and that of other RNA folding algorithms are compared. As seen from 

the plot, CONTRAfold is the best performing algorithm amongst all others listed. Fur-

thermore, in contrast to CONTRAfold that has multiple points on the plot for varying val-

ues of γ, the other algorithms only have a single point on the ROC plot as they do not of-

fer any means to vary the tradeoff between specificity and sensitivity, which is a short-

coming of these algorithms. Interestingly, CONTRAfold outperforms Mfold, which has a 

more sophisticated model of RNA folding, even after 7 features were removed from the 

algorithm, showing that perhaps the fact that training weights in algorithm would con-

tribute to greater improvement in performance as opposed to having a better model. 

 

 

Figure 5: ROC plot showing the performance of CONTRAfold versus 

other RNA folding algorithms 
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3. Other RNA folding methods: Physics-based models and Stochastic 

Context Free Grammars 

 

Before CONTRAfold, previous approaches to the RNA folding problem generally can be 

divided into two main classes:  physics-based models and methods based on stochastic 

context free grammars (SCFGs).  

 

Physics-based models 

 

In physics-based models, all the features represent thermodynamic interactions, similar to 

those used by CONTRAfold. For example, the number of canonical base pairings, helices 

and bulge loops. The key difference is that unlike in CONTRAfold where the weights for 

these features are learnt from training data, in physics-based models these weights are 

experimentally determined by measuring the enthalpies of the various interactions. Un-

til CONTRAfold, physics-based models, for example, the Mfold algorithm, were the best 

performing methods available. 

 

However, there are various problems inherent in such models: 

 

1. Feature weights are time consuming and costly to determine experimentally. 

2. The model does not account for overlapping of the features. For example, if there 

is a base pairing within a loop, the model will double count the values associated 

with both the loop and the pairing. 

3. The model assumes that all features relevant to RNA folding are captured by 

thermodynamic interactions; it is not possible to incorporate non-thermodynamic 

features into the model. This assumption is not necessarily true as folding may be 

aided by other molecules (e.g. a chaperone), into a non-thermodynamically favor-

able fold, as in the protein folding process. 

4. The model cannot be tailored to specific families of RNAs since the weights are 

fixed from thermodynamic experiments. 

5. No tradeoff between specificity and sensitivity is possible. 

6. No probabilities are associated with each pair bonding, so researchers cannot 

make their own evaluations based on the output structures in order to determine 

how much more likely one structure is as compared to another, instead of merely 

relying on the algorithm to rank them. 

 

Stochastic Context Free Grammars 

 

A stochastic context free grammar is a set of rules in the form of symbol transformations 

that do not depend on the context in which the rule is applied (hence context free), with 

probabilities associated to the rules. A portion of a stochastic context free grammar that 

may be used to describe RNA secondary structure is shown in Figure 6. Each of the pos-

sible transformations, for example, S � aSu, means that a sentence S may be transformed 

into another sentence on the right hand side of the transformation, in this case, aSu. The 
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corresponding probabilities (0.21 for S � aSu) indicate how likely such a transformation 

is to occur. In this SCFG, the production rules S � aSu and S � cSg correspond to A-U 

and C-G base pairings in the RNA structure, while other rules represent non base pairing 

(e.g. S � aS), or a possible bifurcation (S � SS). 

 

To illustrate the use of SCFGs in RNA secondary structure prediction, consider the gen-

eration of a structure for the RNA sequence “acuguaucuag”. We will attempt to generate 

the sequence through a series of transformations in the SCFG, and by generating the se-

quence, we would have generated a structure for the sequence. Starting from S, we exe-

cute the following transformations: 

 

Transformation Probability Resulting sequence Resulting structure 

S � aS 0.11 aS . 

S � cSg 0.15 acSg .() 

S � uSa 0.21 acuSag .(()) 

S � Su 0.03 acuSuag .((.)) 

S � gSc 0.15 acugScuag .((().)) 

S � uS 0.08 acuguScuag .(((.).)) 

S � aS 0.11 acuguaScuag .(((..).)) 

S � uS 0.08 acuguauScuag .(((...).)) 

S � ε  

(empty string) 

0.02 acuguaucuag .(((...).)) 

 

The probability of the generated structure is then the product of the probabilities of each 

of the individual transformations. Such probabilities are usually very small and the loga-

rithm is taken to improve precision in further computations. The notation used to repre-

sent the RNA secondary structure is such that the outermost parenthesis on the left repre-

sents a base pairing with the outermost parenthesis on the right, and continuing in the 

same manner inward; unpaired bases are represented by a dot. Note that such a represen-

tation for RNA secondary structure precludes the presence of pseudoknots. 

 

Like the weights in the CONTRAfold algorithm, the probabilities in a SCFG can be 

learnt from a training set of RNA structures. This is one advantage SCFGs have over 

physics based models, as methods based on SCFGs can be optimized to a particular type 

of RNA molecules by training on only those structures. SCFG based methods can also 

provide a probability associated with each RNA structure like CONTRAfold. 

 

Despite these advantages, the grammar rules of SCFGs are less expressive than features 

of both CONTRAfold and physics-based methods. In fact, SCFG based methods have 

S � aSu | cSg | aS | uS | … | Su | SS  |  ε 
 P      .21    .15    .11  .08         .03   .22   .02 

    Figure 6: Some rules from a SCFG that describes RNA secondary structure 
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always performed more poorly than physics-based models. However, as can be seen from 

the excellent performance of CONTRAfold, the poor performance of SCFG based meth-

ods cannot be attributed to the fact that it is a statistical model. Instead this is due to the 

fact that SCFGs cannot capture as much information about RNA secondary structure as 

CONTRAfold’s features can. 

 

Advantages of CONTRAfold over these other approaches 
 

CONTRAfold has the highest accuracy amongst the three approaches, and allows auto-

mated training of weights in the model, unlike in physics-based models. The fact that 

weights can be trained also allows the algorithm to be tuned to specific datasets, for ex-

ample, tRNA sequences; by training the weights on tRNA structures, the algorithm may 

be used to predict structures of tRNA sequences more accurately. In addition, CONTRA-

fold provides associated probabilities for each base-pairing, allowing researchers to 

evaluate each possible structure instead of having to rely on the algorithm’s ordering. 

There is also the ability to control the tradeoff between specificity and sensitivity through 

a user-defined parameter, unlike in both other approaches, thus allowing researchers to 

tune the algorithm to their needs. Finally, CONTRAfold is able to incorporate a wide 

range of features, including both physics-based and non-thermodynamic parameters. This 

allows it to capture as much information as possible on RNA structures, thus improving 

its performance. 

 

4. How RNA folding is done from an algorithmic perspective 

 

The Nussinov folding algorithm 

 

We now shift our focus to consider the details of RNA folding algorithms. The simplest 

RNA folding algorithm is the Nussinov folding algorithm, a dynamic programming al-

gorithm which only scores interactions between pairs of bases, and attempts to optimize 

the number of A-U and C-G base pairings within an RNA structure. We first consider this 

algorithm as it illustrates the general structure of more sophisticated folding algorithms. 

 

Shown below are the recursion equations used to compute the optimal scoring structure 

 

 
 

where γ(i, j) represents the score for the optimal structure from base i to base j in the se-

quence, and δ(i, j) represents the score of a pairing between base i and base j. 
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The first observation one makes is that we are taking a maximum over the 4 different 

terms on the right. This is because we are trying to find the highest scoring structure 

amongst the 4 alternative structures represented by the different terms. Each of the terms 

on the right represents a choice of non-pairing, pairing, or bifurcation as shown in Figure 

7. The first case arises if we choose to leave base i unpaired, and then compute the opti-

mal structure for the sequence from base i+1 to base j, while the second case leaves base 
j unpaired and computes the optimal structure for the sequence from base i to base j-1. 

The third case is when we pair base i and base j, and we add the score from the pairing to 

the score of the optimal structure from base i+1 to base j-1. The fourth case occurs if we 

choose to begin a bifurcation at a base k which is between bases i and j. In this case, the 

recursion determines the optimal scoring structure over all possible locations k of the bi-

furcation, by recursing on the substructures on either side of the bifurcation point k. 

 

As stated above, the Nussinov folding algorithm runs in O(n3) time as we need to con-

sider all possible values of i, j and k in the computation of the recursion equations, each 

of which can take on a total of n possible values, n being the length of the RNA sequence. 

 

    
),1( ji +γ  )1,( −jiγ  ),()1,1( jiji δγ +−+  )],1(),([max jkkijki ++<< γγ  

Figure 7: Illustration of the 4 cases in the recursion equation for the Nussinov algorithm 

 

A more elaborate algorithm 

 

In order to incorporate more sophisticated features into the folding algorithm, like bulge 

loops or hairpin loops, we need to modify our algorithm. A new set of recursion equa-

tions that take into account these more advanced features is presented below 

 

 
where W(i, j) represents the energy of the minimum energy RNA structure over the se-

quence from base i to base j, and V(i, j) is a function that incorporates more structural fea-

tures into the algorithm other than simple base pairings.  
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There are only small differences to the recursion equations in the Nussinov algorithm as 

compared to those for this more sophisticated algorithm. Firstly, we are now minimizing 

instead of maximizing. This is because now we are computing the energy of an optimal 

RNA structure, and the most stable structures will have the lowest energies. More impor-

tantly, there is the introduction of the V(i, j) function that provides a more elaborate way 

to score a base pairing as compared to the Nussinov algorithm. Other than these changes, 

the equations are very similar. 

 

The equations describing the function V(i,j) are shown below 

 

 

 
 

where each of the terms on the right hand side of the equation represents the energy of a 

structure as shown in Figure 8. 

 

Term Structure 

eh(i, j) 
Represents the energy of a hairpin 

loop closed by a base pairing between 

bases i and j 

 
es(i, j) + V(i+1, j-1) 
Represents the energy of a stacked 

base pairing between bases i and j and 

also between bases i+1 and j+1. 

 
mini < i’ < j’ < j [ebi(i, i’, j’, j) + V(i’, j’)] 
Represents the energy of a bulge or in-

terior loop that begins at bases i and j 
and is closed at bases i’ and j’. 

 
mini ≤ k < j-1 [W(i+1, k) + W(k+1, j-1)] 
Represents the energy of a bifurcation 

at any position k between bases i and 

j, combined with the pairing between 

bases i and j. 
 

Figure 8: Illustration of the structures described by V(i,j) 
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The runtime of this more elaborate algorithm is still O(n3) as we are still only recursing 

on the three values i, j and k, which can take n possible values each, n being the length of 

the RNA sequence. Although the term representing a bulge or interior loop appears to 

take a further O(n) time to calculate since we have an extra variable, in nature it is ob-

served that the lengths of such loops is no more than 30, so the term only takes a constant 

amount of time to compute. 

 

5. CandidateFold: RNA folding in O(n
2
) time 

 

CandidateFold is the algorithm described in Wexler et al. that computes the same folding 

as described by the more elaborate RNA folding algorithm in the previous section in 

O(n2ψ(n)) time for a RNA sequence of length n, where ψ(n) is shown to be a constant. It 

employs a speedup to the dynamic programming algorithm by observing that the ele-

ments in the matrices W and V obey a triangle inequality. This property allows the algo-

rithm to consider only a constant sized list of possible candidate bifurcation positions in-

stead of having to consider all possible positions, resulting in the speedup by a factor of 

n. For more details on how the candidates are selected, please refer to their paper. The 

advantage of the CandidateFold algorithm is that it allows for much faster RNA folding, 

which Wexler et al. use to search entire genomes for accessible motifs, which will be dis-

cussed in the following section. 
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G A U U A C 
RNA 

  U A A U G   
microRNA 

Figure 9: Diagram showing microRNA binding to an RNA regulatory motif 

Regulatory motif (AUUAC) 

6. Genome-wide “accessible” motif detection 

 

What is an RNA regulatory motif? 

 

A motif in this context is a conserved sequence element, for example the TATA sequence 

in DNA. An RNA regulatory motif is thus a conserved sequence element that is used to 

regulate translation. Specifically, we are only considering regulatory motifs in mRNA se-

quences. A regulator, for example a protein or microRNA molecule, may bind to the 

regulatory motif in order to trigger degradation of the RNA molecule, or to inhibit trans-

lation. Figure 9 shows an example of a microRNA binding to an RNA regulatory motif. 

 

What is an “accessible” motif? 

 

After defining a RNA regulatory motif, our next step is to understand what is meant by an 

“accessible” motif. Based on the intuition that sequences which are part of an in-

tramolecular hybridization (i.e. involved in base pairing) are less likely to bind to regula-

tors, Wexler et al. define an “accessible” motif to be one in which none of its nucleotide 

bases are hybridized (base paired) as part of the folding. Figure 10 shows an example of 

both an “accessible” motif and a motif that is not “accessible”. Although there may be 

cases in which regulators can bind to a motif that is not “accessible”, possibly with the 

aid of other molecules, Wexler et al. have used this approach of scanning only “accessi-

ble” sequences for regulatory motifs successfully to find some new biologically interest-

ing motifs. 
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Figure 10: A microRNA molecule binding to an “accessible” motif on the left, and the 

impossibility for a microRNA molecule to bind to the motif that is not “accessible” shown 

on the right. 

 

How do Wexler et al. detect regulatory motifs? 
 

With their definition of an “accessible” motif, Wexler et al. detect regulatory motifs in 

mRNA using a two stage process. More specifically, their method solves the following 

problem: given a set of mRNAs G, a parameter k denoting motif window size, and a pre-

defined energy threshold δ,  find the regulatory motifs.  

 

In the first stage, they process the sequence set G in order to extract all “accessible” se-

quences of length k. This is achieved by running a sliding window of size k across each 

mRNA sequence, and accepting the window if the energy difference between the optimal 

folding of the sequence and a folding of the sequence in which none of the bases are 

paired (making it “accessible”) is less than the threshold δ. The “accessible” motifs com-

puted in the first stage are then searched for regulatory motifs using methods that will be 

covered in future lectures. 

 

Results obtained by applying the two-stage process 
 

The results in Figures 11 and 12 were obtained through the two stage process as de-

scribed above. Figure 11 shows potential mRNA regulatory motifs that are related to 

RNA translation and degradation. As seen from the figure, the probability of finding the 

motifs (p-values) are extremely low, and when combined with other experimental evi-

dence that indicate an increase in translation or degradation activity, provide a compelling 

case that the hypothesized functions are correct. Figure 12 shows the probability of find-

ing miR-161, a suspected tissue-specific RNA in different parts of the Arabidopsis plant. 

When compared to the control input set (shown on the right), the probability of finding 

the related regulatory motif in the silique tissue in “accessible” mRNA sequences is much 

lower, indicating its specificity to that tissue. 
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Figure 11: Translation and degradation regulation motifs found by Wexler et al. 

 

 
Figure 12: miR-161, a tissue specific microRNA found by Wexler et al. 


