I am going to introduce our work: “human action recognition by learning bases of action attributes and parts”.
Given an image we want to recognize the human action in this image. Most existing methods directly using low level features for classification, and some of those methods have achieved very good performance on some challenging tasks such as PASCAL challenge.
However, human actions are more than just class labels. For example, all the words we list here describe some properties of the action, which we call attributes of the action. Also, each action corresponds to a set of objects, and layout of human poses, which correspond to different parts of the image. Furthermore, there are specific interactions between these attributes and parts. For example, sitting on a bike seat implies that there must be a bike in the image.
In this work, we would like to use these attributes and parts, as well as their interactions as an intermediate representation of the image for action classification. [Although there have been many works that made use of attributes, objects, and human poses for visual recognition tasks, how to jointly consider them for action recognition is still an unknown question.]
There are a number of benefits in this representation. We can incorporate lots human knowledge in our method; it produces some descriptive intermediate outputs; it allows very discriminative classifiers. Furthermore, the complementary information in attributes and parts helps improve classification performance.
However, there are some technical challenges we need to address in this representation. How should we model the attributes and parts as well as their interactions? How to eliminate noise in the data, for example errors in object detection? How can we use them for classification?
Here is an outline of the rest of the talk. First, I will describe what are our attributes and parts. Then I will introduce how to model the interactions between them. Then we will show our datasets and experimental result. Finally is the conclusion. (2min so far)

The action attributes we consider are some semantic description of the actions. Most of them are related to verbs. For example cycling and peddling for the left image, and writing for the right image. For each attribute, we train a discriminative classifier using SVM, as the previous works of applying attributes for object recognition.
As for action parts which are objects and human poses, we represent them using a list of pre-defined objects and poselets. For each part, we have a pre-trained object detector which is taken from object bank or poselet. The detector tells us how like that a specific object or poselet appears in the action image.
Putting attributes and parts together, each image can be represented as a vector of confidence scores of attribute classification and part detection. This vector can be put into SVM classifiers for classification.
OK so far, we have introduced our representation of attributes and parts, and one possible way of using them for action classification. Next we describe our method of modeling their interactions and reduce noise in the data: learning bases of action attributes and parts. (3 min 40s so far)

This confidence score vector describes an action of riding a bike. It has large values on the attributes such as cycling and peddling, and on the objects such as bike and helmet. However, this is just the ideal case. A vector that we obtain from attribute classifiers and part detectors might contain a lot of noise.
To reduce the noise, we introduce a set of action bases. Each base has large confidence scores on a set of highly related attributes and parts. For example, cycling, peddling, and bike helmet, or phoning and telephone. We then approximate the confidence score vector by multiplying these attributes and a set of reconstruction coefficients. The reconstruction coefficients only have large values on the bases that are related to the corresponding action, and therefore the reconstruction result will be very close to the ideal confidence score vector that we want to have.
Furthermore, given a large number of attributes and parts, only a small number of them are highly related in each action base. So every action base is a sparse vector. For a similar reason, the reconstruction coefficients for a particular image should only have large values on the action bases that are highly related to the corresponding action, and therefore the reconstruction coefficient vector should also be sparse.
Having described our action bases and reconstruction coefficients, let’s put them in mathematical formulations. During training, we have a set of images, each has a vector of confidence scores of attributes and parts. Based on those vectors, we want to learn a set of action bases, as well as a construction coefficient vector for each image. This leads us to an optimization problem. We aim at minimizing the reconstruction error with an L1 regularization which guarantees the sparsity of reconstruction coefficients. The objective function is subjective to an elastic net constraint, which guarantees the sparsity of the action bases.
During testing time, we have a vector of confidence scores and the action bases which we just learned from training data. We want to obtain the reconstruction coefficients. This can be solved by considering this optimization problem. In our work, the optimization problems in both training and testing are solved by stochastic gradient descent.
From the previous descriptions, we can see that each action base encodes the co-occurrence context of the attributes and parts that are highly related in an action. Using these action bases to approximate the confidence scores can reduce noise in the data. Furthermore, we can train SVM classifiers based on the reconstruction coefficients, which further improves action recognition performance. We will show that in a minute.


Now let’s see our experiment results. We first show our results on the last year’s PASCAL action classification task. The dataset contains 9 actions, with 50-100 training and testing images for each class. We first evaluate our method of simply concatenating attribute classification and part detection scores. We use 14 attributes, 27 objects, and 150 poselets. We compare our method with the previous methods in the challenge. Our method achieves the best performance in 3 out of the 9 classes. On the classes where the object is too small or has very large appearance variations, our method does not do as well as the other methods.
We then compare our method
