Hello everyone, I will introduce our method: integrating randomization and discrimination in a dense feature representation for action classification. I will start the talk with our motivation, then details of our algorithm and experimental results, and finally is the conclusion.
Given a set of action images, and the bounding boxes of persons in each image, we would like to recognize the action of each person. Since we are working on images, a natural question is: “Can action classification be solved by simply using the existing approaches in object classification?” “What is the difference between object classification and action classification?”  
Of course the two problems are different. The objects we want to categorize usually consist of a small set of parts, and the parts for different classes of objects are very different in terms of both visual appearance and spatial configurations.
However for human actions, all the images contain humans, which dominate the whole image area, and there are large pose variations even for humans doing the same action. We might want to rely on detecting the objects that are interacting with the humans for classification. But for some actions the objects might be very small or even absent. Furthermore there are background clutter problems in the real world action images. All those properties make the action classification problem very challenging.
In order to deal with these challenges, we want to focus on the image regions that contain the most discriminative information for action classification. Those discriminative information should capture the most distinct human poses or interactions between humans and objects for each action, and eliminate the background regions that are not helpful for classification. To achieve this goal, we propose a very dense feature space, where we can consider image regions with any size and in any location of the image. From those image regions, we can select the ones that contain the most discriminative information. To explore those image regions efficiently and effectively, we use the idea of randomization and discriminative training.


OK let’s look at our algorithm. This figure shows the possible sizes of image regions we want to consider. Each rectangle with solid boundary is an image with normalized size, and the dashed rectangle shows the size of an image region. We consider image regions with many different widths, heights, and aspect ratios. A region can be extremely small, while it can also be as large as the whole image. For each size, the corresponding regions can appear in many image locations. This gives us a very large number of possible image regions. To give you some sense, if the image size is N by N, then the possible image regions we want to consider is N to the power of six. This large number makes the exploration of this feature space very challenging.
We use randomization to explore this feature space. We use random forest for classification. This allows us to consider a small set of randomly sampled regions in each step of our algorithm.
However in the conventional random forest approaches, all the classifiers are trained using randomly generated feature weights. But the randomly generated feature weights are not suitable in the action classification problem. For example, it would be very difficult to use randomly generated weights to separate class of “phoning” and the other actions based on features from this region. To address this issue, we train a discriminative classifier for each region.
Before moving to the details of our algorithm, let me describe more about our motivation at this moment. According to the original random forest paper, the generalization error of a random forest classifier can be described by this equation. “S” is the strength of each decision tree in the forest, and “rou” is the correlation of all the trees. A large tree strength and a small correlation among the trees can reduce the generalization error. In our method, we improve the tree strength by training discriminative classifiers. Furthermore during train we sample from a lot of image regions, so that different trees will consider different sets of image regions, which reduces the correlation of the trees. Therefore our method will have better generalization than conventional random forest approaches.
Now let me introduce the details of our algorithm. The random forest classifier consists of a set of decision trees. Each decision tree is a binary tree classifier with its leaf nodes represent the distribution of how likely that an image belong to different classes. When we train one particular tree node, let’s assume there are images of five classes in this node. We randomly assign a binary label to each class, so that the five-class classification problem becomes a binary problem. We then randomly sample a set of image regions from the image. Each region is represented by a bag-of-words SIFT-LLC feature. If the region is large, we can also use the spatial pyramid representation. For each region, we train a SVM classifier, and the classifier that corresponds to the biggest information gain is selected.
Using this process, we select an region and obtain a discriminative SVM classifier for each tree node. We stop growing the tree if the maximum tree depth is reached or there is only one class at the node.
During test time, an image traverses down each tree and reaches a leaf node. The final classification result is the average distribution that we obtain from all the trees.
Having introduced our algorithm, let’s see our experimental results. Our method achieves the best performance in six out of the ten action classes. Here we visualize the likelihood for a pixel to be selected in our classifier. Red color indicates high likelihood while blue color indicates low likelihood. We observe that our method can select the image regions that correspond to the interactions between the humans and objects, which separate the corresponding action from the others. Our method does not achieve the best result on some classes. This is because the image regions we selected for those classes cannot cover all the variations for the particular classes, which can be seen from this figure.
Recall that our method achieves better generalization performance by using a dense feature space to reduce tree correlations, and training discriminative classifiers to improve tree strength. Here we do control experiments to test if we really have achieved that. We compare our dense feature space with the method that only using image regions from a spatial pyramid representation. We also compare our discriminative classifiers with randomly generating feature weights. We do the control experiments on the last year’s PASCAL data. The results show that by training discriminative classifiers, our method converges to a much higher average precision much faster than using randomly generated feature weights. The dense feature space also outperforms the spatial pyramid image regions by around 3%.
In conclusion, blabla …
