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Deep predictive learning for acquiring 
vision-based skills



of human learning?



entirely self-supervised 
[initially] learn many simple skills 

diverse environment

explicit objective provided 
master single complex skill 

little diversity



algorithms, and significantly improve on SOTA 

Levine*, Finn* et al. JMLR ‘16Schulman et al. ‘16

Robot learning

Chebotar et al. ’17

Kober & Peters  ‘08Pomerleau ‘89
Kohl & Stone ‘04 Deisenroth et al.  ‘11

paradigm: train/test on 1 task in 1 environment, starting from scratch



- living in a diverse, complex environment 
- handle raw sensory inputs 
- ability to acquire many skills 
- largely self-supervised (no reward) 
- continuous improvement

What are some key properties of intelligent systems?

…and more

Model-Free RL

~



Self-Supervised Robotic Learning

- use raw sensory inputs (i.e. vision) 

- scale up data collection to learn 
without supervision 

- instead of learning single-purpose 
policy, learn reusable model



Data collection - 50k sequences (1M+ frames)

Finn, Goodfellow, Levine, NIPS ’16 
Ebert, Finn, Lee, Levine ’17 (under sub.)



Train predictive model

It, at:t+H It:t+H

<— varying actions —> <— varying actions —>

Finn, Goodfellow, Levine, NIPS ’16 
Ebert, Finn, Lee, Levine ’17 (under sub.)



1. Consider potential action sequences 
2. Predict the future for each action 

sequence 
3. Pick best future & execute 

corresponding action 
4. Repeat 1-3 to replan in real time

Planning with Visual Foresight

Finn & Levine ICRA ‘17

visual model-predictive control (MPC)



Overview of Approach

Finn & Levine ICRA ‘17

It, at:t+H It:t+H

1. Collect data

2. Train predictive model on raw sensory inputs

3. Plan to achieve ideal future using model
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Finn & Levine ICRA ‘17
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Oh et al., ‘15

Matthieu et al., ‘15

Prior methods: single frame prediction, learning latent space

How to predict video?



How to predict video?

Finn, Goodfellow, Levine, NIPS ‘16

Goal: Design a prediction model that’s good for control 
- action-conditioned 
- multi-frame prediction 
- explicitly model motion 

Key idea: output how pixels will move, rather than pixels themselves
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Use both first frame and most recent frame for prediction

Ebert, Finn, Lee, Levine, ’17 (under sub.)



Use both first frame and most recent frame for prediction
most recent frame only both

Ebert, Finn, Lee, Levine, ‘17



Overview of Approach

Finn & Levine ICRA ‘17
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1. Collect data

2. Train predictive model on raw sensory inputs

3. Plan to achieve ideal future using model



Specify goal by selecting where pixels should move.

Select future with maximal probability of pixels reaching their respective goals.

Which future is the best one?

Finn & Levine ICRA ‘17



–Johnny Appleseed

“Type a quote here.” 

How it works

Finn & Levine ICRA ‘17



- evaluation on maneuvering 
seen & novel objects

- model trained on 8 days of 
unlabeled robot data

How does this approach do?

Finn & Levine ICRA ‘17
Ebert, Finn, Lee, Levine, ‘17

- completely self-supervised, 
human provided objects & 
initial motions



Planning with raw sensory inputs

Pros: learn for a variety of tasks, entirely self-supervised 

Cons: can’t [yet] learn complex skills, compute intensive at test time 

Next steps for this approach: 
- stochastic model for handling uncertainty in the long term 
- collect data using model to achieve more complex goals 
- long term planning in more abstract spaces



living in a diverse, complex environment 
handle raw sensory inputs 
ability to acquire many skills 
largely self-supervised (no reward) 
continuous improvement

What are some key properties of intelligent systems?

…and more

Planning with raw sensory inputs

~

~



Collaborators

Sergey Levine Ian Goodfellow Alex LeeFrederik Ebert



Questions?

cbfinn@eecs.berkeley.edu

All data and code linked at: people.eecs.berkeley.edu/~cbfinn

mailto:cbfinn@eecs.berkeley.edu
http://people.eecs.berkeley.edu/~cbfinn

