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Can we learn sensorimotor skills from raw pixels on a real robot?

algorithms, and significantly improve on SOTA 

Chebotar et al. ’17 Ghadirzadeh et al. ’17

Finn, Tan, Duan, Darrell, Levine, Abbeel, ICRA ‘16
Levine*, Finn*, Darrell, Abbeel, JMLR ‘16
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Yahya et al.  ‘17

can learn complex behavior using raw 
sensory observations from scratch

Tzeng et al. ’16, Devin et al. ’17, Gupta et al. ’17, Schenk & 
Fox ’17, Montgomery et al. ’17, Summers et al. ’17, 
Ogunmolu et al. ’17, Thomas et al. ’18, Ghosh et al. ’18 …Learning systems are specialists.
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Impressive Feats in AI

They are impressive because:
They perform a complex task very well, 
sometimes even better than a human.

What is equally important: Generality & versatility.
 (but less impressive 

on the surface)

Can we build generalists?

“specialists”



general-purpose robots in 
human environments

more broadly applicable 
AI systems 

e.g. personalized health & education

It turns out — the simpler, but broader capabilities are really hard.
(Moravec’s Paradox)

Simple, yet general, manipulation skills are 
beyond the scope of current methods.

understanding 
 intelligence



diverse data & environments

raw sensory observations

acquire new skills with few examples

minimal human supervision

generalists
deep supervised 

learning
deep reinforcement  

learning

~
Can we enable ML systems to acquire new capabilities with small amounts of data?

Can we allow systems to learn generalizable skills without supervision?



Self-Supervision: Can we learn from diverse, unlabeled 
experiences to generalize to many objects and goals?

Versatility: Learn to quickly adapt to new tasks, objects, 
and environments?

Grounded in robotics applications, but the underlying techniques are more general.

Further, can we do this from raw sensory data?



Self-Supervision: Can we learn from diverse, unlabeled 
experiences to generalize to many objects and goals?

Versatility: Learn to quickly adapt to new tasks, objects, 
and environments?

Further, can we do this from raw sensory data?

few-shot learning / meta-learning 
incorporate prior knowledge from other tasks for fast learning of new tasks



Few-Shot Learning Example: Classification

diagram adapted from Ravi & Larochelle ‘17

Given 1 example of 5 classes: Classify new examples

meta-training

training data test set

training 
classes

… …



Recurrent network 
(LSTM, NTM, Conv)

Santoro et al. ’16, Duan et al. ’17, Wang et al. ’17,  
Munkhdalai & Yu ’17, Mishra et al. ’17, …

- complex model for complex task of learning 
- often large data requirements

Snell et al. ‘17Vinyals et al. ‘16
Hochreiter et al. ’01 

Andrychowicz et al. ’16 
Li & Malik ‘16

Santoro et al. ’16 Ravi & Larochelle ‘17

and many many more approaches

+ expressive, general 
+ applicable to range of problems

Tenenbaum ’99 
Fei-Fei et al. ’05 
Lake et al. ‘11

Few-Shot Learning



Key idea: Train over many tasks, to learn parameter vector θ that transfers

Fine-tuning

Learning Few-Shot Adaptation

training data 
 for new task

pretrained parameters

Our method

[test-time]

Finn, Abbeel, Levine. Model-Agnostic Meta-Learning for Fast Adaptation of Deep Networks. ICML ‘17



Learning Few-Shot Adaptation

optimal parameter  
vector for task i

parameter vector 
being meta-learned

Model-Agnostic Meta-Learning
Finn, Abbeel, Levine. Model-Agnostic Meta-Learning for Fast Adaptation of Deep Networks. ICML ‘17



To give some intuition…

Finn, Abbeel, Levine. Model-Agnostic Meta-Learning for Fast Adaptation of Deep Networks. ICML ‘17

two tasks: running backward, running forward



Can we learn a representation under which RL is fast and efficient?

Finn, Abbeel, Levine. Model-Agnostic Meta-Learning for Fast Adaptation of Deep Networks. ICML ‘17

two tasks: running backward, running forward



Can we learn a representation under which imitation is fast and efficient?

Finn*, Yu*, Zhang, Abbeel, Levine. One-Shot Imitation Learning via Meta-Learning. CoRL ‘17

input demo resulting policy
(via teleoperation)

tasks: placing object into target container



Design of f ?
Recurrent network MAML

network implements the 
“learned learning procedure”

Does it converge? 

What does it converge to? 

What to do if not good enough? 

Does it converge? 
- Yes (it’s gradient descent…) 

What does it converge to? 
- A local optimum (it’s gradient descent…) 

What to do if not good enough? 
- Keep taking gradient steps (it’s gradient descent..)

- Who knows…

- Nothing

- Sort of?



Grant, Finn, Levine, Darrell, 
Griffiths ICLR ’18

MAML as Hierarchical Bayes Domain Generalization

Li, Yang, Song, Hospedales AAAI ’18

Learning to Learn Distributions

Reed, Chen, Paine, van den Oord, Eslami, 
Rezende, Vinyals, de Freitas ICLR ’18

Structured Exploration Strategies

Gupta, Mendonca, Liu, 
Abbeel, Levine arXiv ’18

Exploration in Meta-RL

Stadie, Yang, Houthooft, Chen, Duan, 
Wu, Abbeel, Sutskever arXiv ’18

Lee & Choi arXiv ’18

Masked Transformations

Meta-Learning in Concept Space

Zhou, Wu, Li arXiv ’18

Chen, Dong, Li, He arXiv ’18

Federated Learning

Boney & Ilin ICLR 
workshop track ’18

Semi-Supervised  
Few-Shot Learning

Multi-Agent Competitions

Al-Shedivat, Bansal, Burda, Sutskever, 
Mordatch, Abbeel ICLR ’18

Program Synthesis

Huang, Wang, Singh, 
Yih, He NAACL ’18



Self-Supervision: Can we learn from diverse, unlabeled 
experiences to generalize to many objects and goals?

Versatility: Learn to quickly adapt to new tasks, objects, 
and environments?

Further, can we do this from raw sensory data?



Anusha Nagabandi Ignasi Clavera Simin Liu

motor malfunction
gradual terrain change

Nagabandi*, Clavera*, Liu, Fearing, Abbeel, Levine, Finn. Learning to Adapt in Dynamic Environments through Meta-RL. ICLR ‘19

Can we enable robots to adapt in dynamic environments?



Model-based RL

Collect data Fit model Plan using the model

Can we learn to quickly adapt our model to new environments?

Challenge: how to get an accurate model?

Nagabandi*, Clavera*, Liu, Fearing, Abbeel, Levine, Finn. Learning to Adapt in Dynamic Environments through Meta-RL. ICLR ‘19



motor malfunction
gradual terrain change

time

online adaptation = few-shot learning tasks are temporal slices of experience

Nagabandi*, Clavera*, Liu, Fearing, Abbeel, Levine, Finn. Learning to Adapt in Dynamic Environments through Meta-RL. ICLR ‘19

Can we enable robots to adapt in dynamic environments?

(essentially online system identification)



Nagabandi*, Clavera*, Liu, Fearing, Abbeel, Levine, Finn. Learning to Adapt in Dynamic Environments through Meta-RL. ICLR ‘19

one step of 
gradient descent



model-based RL only

Dynamic Environments without Adaptation

Nagabandi*, Clavera*, Liu, Fearing, Abbeel, Levine, Finn. Learning to Adapt in Dynamic Environments through Meta-RL. ICLR ‘19



Dynamic Environments with Online Adaptation

Nagabandi*, Clavera*, Liu, Fearing, Abbeel, Levine, Finn. Learning to Adapt in Dynamic Environments through Meta-RL. ICLR ‘19

with MAML



VelociRoACH Robot

Nagabandi*, Clavera*, Liu, Fearing, Abbeel, Levine, Finn. Learning to Adapt in Dynamic Environments through Meta-RL. ICLR ‘19

Meta-train on variable terrains

Meta-test with slope, missing leg, payload, calibration errors



Meta-train on variable terrains Meta-test with slope, missing leg, payload, calibration errors

VelociRoACH Robot

Nagabandi*, Clavera*, Liu, Fearing, Abbeel, Levine, Finn. Learning to Adapt in Dynamic Environments through Meta-RL. ICLR ‘19

with MAML (ours)
model-based RL 
(no adaptation)



Meta-train on variable terrains Meta-test with slope, missing leg, payload, calibration errors

VelociRoACH Robot

Nagabandi*, Clavera*, Liu, Fearing, Abbeel, Levine, Finn. Learning to Adapt in Dynamic Environments through Meta-RL. ICLR ‘19

model-based RL 
(no adaptation)

with MAML (ours)



diverse data & environments

raw sensory observations

acquire new skills with few examples

minimal human supervision

generalists supervised  
learning

reinforcement 
learning

~
~

So far:
learn to adapt a model with few 

examples through meta-learning

meta- 
learning



Self-Supervision: Can we learn from diverse, unlabeled 
experiences to generalize to many objects and goals?

Versatility: Can we leverage prior experience to quickly 
learn new concepts and adapt to new environments?

Further, can we do this from raw sensory data?



Learning Generalizable Models through Self-Supervision

acquire a general-purpose model learn model from video data

many objects, raw perceptual inputs, intuitive physics

Pinto & Gupta ‘16

Levine, Pastor, Krizhevsky, Quillen ‘16

self-supervised robot learning

Nair*, Chen*, Agrawal*, Isola, 
Abbeel, Malik, Levine ‘17

model-based control

Arruda, Mathew, Kopicki, 
Mistry, Azad, Wyatt ‘17

Yu, Bauza, Fazeli, Rodriguez ‘17

Petrovskaya, Park, Khatib ‘07

our approach



Learn to predict

Collect diverse data in a scalable way

No supervision, no notions of progress or success

Collect data

It, at:t+H It:t+H

Plan using model



Learn to predict
Collect data

It, at:t+H It:t+H

Plan using model

Contrast to: Models capture general purpose 
knowledge about the world

Use all of the available 
supervision signal.

Also: No assumptions about task representations.



Learn to predict
Collect data

It, at:t+H It:t+H

Plan using model

1. Consider potential action sequences 
2. Predict the future for each action 

sequence 
3. Pick best future & execute 

corresponding action 
4. Repeat 1-3 to replan in real time

visual “model-predictive control” (MPC)

Planning with Visual Foresight

Finn & Levine. Deep Visual Foresight for Planning Robot Motion. ICRA ’17



Which future is the best one?

Selecting where 
pixels should move.

Providing an image 
of the goal.

Human specifies a goal by:

Providing a few 
examples of success.

Finn & Levine. Deep Visual Foresight for Planning Robot Motion. ICRA ’17 
Ebert, Lee, Levine, Finn. Robustness via Retrying: Closed-Loop Robotic Manipulation with Self-Supervised Learning. CoRL ’18 
Xie, Singh, Levine, Finn. Few-Shot Goal Inference for Visuomotor Learning and Planning. CoRL ‘18



Ebert*, Finn*, Dasari, Xie, Lee, Levine. Visual Foresight, arXiv ‘18

Specify goal

Visual MPC 
w.r.t. goal

Visual MPC execution

Sudeep DasariFrederik Ebert

How it works



(covering an object)
Specify goal

Visual MPC execution

How it works

Sudeep DasariFrederik Ebert

Ebert*, Finn*, Dasari, Xie, Lee, Levine. Visual Foresight, arXiv ‘18



Given 5 examples of success Visual MPC with learned objective

infer goal classifier

visual MPC w.r.t. 
goal classifier

Novel Object Positioning via Visual Foresight

Xie, Singh, Levine, Finn. Few-Shot Goal Inference for Visuomotor Learning and Planning. CoRL ‘18

Annie Xie Avi Singh

How it works



Planning with a single model for many tasks

What can we learn from raw sensory data without notions of progress or success?

Video speed: 2x

Ebert*, Finn*, Dasari, Xie, Lee, Levine. Visual Foresight, arXiv ‘18

Can we incorporate some supervision 
to learn a variety of complex skills?



Learn to predict
Collect data

It, at:t+H It:t+H

Plan using model

Collect diverse, multi-task 
demonstrations

direct data 
collection improve model

guide planning

Example multi-task demonstrations:

p(at:t+H | It)Fit model of to the demonstration data.

Xie, Ebert, Levine, Finn. Improvisation through Physical Understanding, RSS ‘19

Samples from action proposal model:
Annie Xie Frederik Ebert



Guided visual planning w.r.t. goal

Executing actions

How it works
Specify goal

Xie, Ebert, Levine, Finn. Improvisation through Physical Understanding, RSS ‘19



unseen unconventional tools …and when not toout-of-reach objects

solve new tasks decide when to use a tool…unseen tools

Xie, Ebert, Levine, Finn. Improvisation through Physical Understanding, RSS ‘19

Qualitative Experiments

Takeaway: Achieve greater complexity 
of skills while maintaining generality.



Demo at NIPS 2017: Long Beach, CA

one-shot 
imitation

planning with visual models

The students were 
unimpressed.

Demo at AI4ALL Outreach Camp

(but still had fun)



Takeaways

Versatile: Learn to adapt online to new drastically 
new conditions.

Self-Supervised: Learn from diverse unlabeled 
experiences to generalize to many objects and goals.

What’s next?

With raw sensor observations.



long horizon reasoning

Through composition 

of a general skill-set

Yu, Abbeel, Levine, Finn arXiv ’18

Janner, Levine, Freeman, 
Tenenbaum, Finn, Wu ICLR ’19 

And structured 

representations

simulation -> lab -> real world
generalist learning systems

Yu*, Finn*, Xie, Dasari, Zhang, Abbeel, Levine, RSS ‘18

Singh, Yang, Hartikainen, Finn, Levine, RSS ‘19

“be gentle”, “cook dinner”, “try to console him”

ability to convey and 
understand complex goals

https://arxiv.org/search/?searchtype=author&query=Hartikainen%2C+K


long horizon reasoning
through composition of general skill-set 

and structured representations

ability to convey and 
understand complex goals

continual learning

“be gentle”, “cook dinner”, 
“try to console him”

ultimately: continual self-supervised 
learning in the real world

continual learning and adaptationone step of adaptation



Questions?

Anusha Nagabandi Ignasi Clavera Simin Liu

Annie Xie Avi Singh Sudeep DasariFrederik Ebert

Pieter AbbeelSergey Levine

Collaborators

Papers, data, and code linked at: people.eecs.berkeley.edu/~cbfinn

Alex Lee

http://people.eecs.berkeley.edu/~cbfinn

